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Chapter 11 

 

* TECHNOLOGY 1986-2010 

 

 

Note: This chapter covers my technical work after I moved to Stony Brook. Readers who are not 

interested in technology may skip this chapter.  

IMAGE ANALYSIS, BAR CODES, AND OCR  

My first doctoral student at Stony Brook, Ted Liow was from Electrical Engineering and he 

completed a dissertation titled “Integrating Region Growing and Edge Detection” in 1989. 

This was the next step in the line of research that my students and I had developed at 

Princeton. The work was well received and a paper that we published in PAMI [1990:1] 

based on his thesis has had over 400 citations. There had been so many reprint requests 

that I had to scan the paper and post it on my web site. Ted joined the AT&T Bell Labs but 

later left to form his own company. In a sense Ted is my last student to work on a general 

image analysis problem. Even he devoted some of his time on a problem motivated by 

applications that I will describe later. 

 (The URL of the paper is http://www.theopavlidis.com/technology/IntRGandEDentry.htm) 

My second student, Ynjiun Wang, was from Computer Science and he joined Symbol 

Technologies where he worked on the development of the two-dimensional bar code PDF417 

that I discuss in Chapter 14. He was followed by Eugene Joseph who also joined Symbol and 

worked on a method to read bar codes without having to decide in advance whether a pixel 

was black or white. His work is also detailed in Chapter 14. 

The success of bar code reading without binarization added to my motivation to pursue text 

recognition without binarization. My laboratory received a contract from the United States 

Postal Service (USPS) for the “Recognition of Poorly Printed Text” with additional support 

from NSF. I supervised two doctoral students in that project: Li Wang whose thesis was 

titled “Gray Scale Feature Extraction for Character Recognition” and Jairo Rocha whose 

thesis was titled “Character Shape Analysis for Word Recognition.” Both received their 

degree in 1993. Li went into Quantitative Finance at Citicorp and Jairo is on the faculty of 

the University of the Balearic Islands in Spain. There were several publications based on 

their work [1993:3, 1993:5, 1994:1, 1994:3, and 1995:1] but the methodology did not 

make it to practice. (At least as far as I know.) 
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OCR faced a paradox. Advances in computer technology that enabled the implementation of 

sophisticated methods also contributed to the development of the internet and reduced the 

demand for it because most published material was available in electronic form on line. A 

few years after we started the USPS terminated their project to develop a new generation of 

OCR machines because the volume of mail was dropping. 

 

GRAPH MATCHING 

A common methodology that underlied several projects in my Lab was graph matching. This 

is a well defined project mathematically and the main task was to transform an image to a 

graph that was semantically meaningful. First we applied this approach to OCR as illustrated 

in Figure 13*. This was part of Jairo Rocha’s doctoral dissertation and the graphs were 

constructed directly from the gray scale image. Later another doctoral student, Hongwei 

Shi, extended the method even further. Her dissertation, completed in 1998, was titled “A 

Text Recognition System Based on Graph Embedding Matching.” 

The most extensive use of the graph methodology was in a project funded by Grumman 

Data Systems (in Westbury, Long Island) within a project headed by Herb Tesser. It 

required the development of methods for finding roads in satellite images. Bill Sakoda 

became a consultant for Grumman and Lori Scarlatos, a member of the Grumman staff, was 

admitted to our graduate program and she completed her Ph.D. degree under my 

supervision. Her thesis was titled “Spatial Data Representations for Rapid Visualization and 

Analysis” and [1992:1] was one of the papers that resulted from her work. Lori is now on the 

faculty of the Department of Society and Technology at Stony Brook. There were also 

several conference papers on the actual road finding methodologies. 

The work on road finding led to more general research on graph marching in order to 

perform pictorial data retrieval. That resulted in a Ph. D. thesis titled “Feature Extraction 

and Indexing Techniques for Pictorial Database Retrieval” by Jianying (Jane) Hu that was 

completed in 1993. [1996:1] was one of the papers that we published based on her thesis. 

Jianying had come to Stony Brook after graduating from Tsinghua, one of the top Chinese 

Universities. After graduation, she joined Bell Labs Research at Murray Hill and later worked 

in a department headed by my former student Henry Baird. She is now with IBM Research. 

I will describe later (in Chapter 13) why the general image retrieval problem is intractable 

but in this case each image was reduced to a graph and instead of looking for image 

similarity we were looking for graph similarity. Figure 14* shows an example where one 

graph is matched to a graph in a database. 

The key to the successful solution of a practical problem is to map into a solvable 

mathematical problem that also captures the essence of the practical problem. In this case 

the original program was identifying the exact location where a particular satellite image 

                                       
* All numbered figures are in the “Illustrations of the Narrative” part. 
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had been taken. By observing that the network of roads in an image is a good 

characterization of the location the problem was first reduced to the extraction of such 

roads, a top-down vision problem. Transforming the road structure into a graph is 

straightforward and that brings it to a purely mathematical problem: graph matching. 

 

OTHER RESEARCH PROJECTS 

Page Segmentation 

Any text recognition system faces the challenge of separating images and graphics printed 

from text, a process called page segmentation. This topic is also of interest to designers of 

copiers because the parts of the page that are images (halftones) require a different kind of 

enhancement than the parts with text. I received a grant from Ricoh of Japan to pursue that 

subject and I was also hired as a consultant. Because it was not practical to travel to Japan 

I spent two weeks at the Ricoh Palo Alto Research Center to develop some novel ideas on 

the subject. I corresponded with the engineers in Japan and the result was a paper that I 

co-authored with T. Saitoh that he present at the 1992 ICPR in The Hague [1992:5]. 

A doctoral student of mine, Jianying (Sophie) Zhou, worked on related problems and 

completed her dissertation, titled “A Document Analysis System,” in 1993. Her results on 

page segmentation were published in a paper [1992:4]. 

This research resulted in two patents, one directly to Ricoh for the work I did as consultant 

[1996:C] and one the University for the work with Sophie [1994:A]. 

Finding Buildings 

We received funding from the Lockheed Research Center (in Palo Alto, California) to develop 

methods for finding buildings in aerial images. Ted Liow made a good contribution to this 

problem that resulted in a paper [1990:2]. The key observation was that building shadows 

have rectangular shapes and shadows are relatively easy to find in an image. 

Editing Scanned Drawings 

This project was funded by Bell Atlantic and it was on a topic I had looked at while I was at 

Bell Labs. The telephone companies had vast archives with diagrams of their network and 

they wanted to convert such diagrams into a format suitable for Computer Aided Design. 

This was the problem that the company named Skantek had tried to solve with only partial 

success in the 1980’s. Ten years later Bell Atlantic had developed a solution but the results 

of the automatic conversion were not always correct and they wanted us to develop 

software that would edit the results of the automatic conversion. 

This would have to be a program similar to the graphics editor (PED) I had developed at Bell 

Labs. I had an undergraduate, Pedro Sanders, and a Master’s student, P. X. Phoebe Pan, 

develop the software that proved to be useful to the sponsor. They presented a paper in a 

conference [1999:3]. Phoebe’s Master’s thesis had the title “Developing User-friendly 



96 
 

Editing Operations for a Computer Aided Design Tool.” She was a very bright young woman 

who after receiving her Bachelor’s degree had been hired by Computer Associates. 

However, she was not happy there and had decided to return to graduate school.  

Her story was similar to what I have heard from other Stony Brook students. Our best 

students did not want to work for that company and if they did, they did not stay long. 

Clearly, Computer Associates was not a company that would hire and keep bright young 

Computer Science graduates. As a result I never bought any stock of that company. My 

reluctance was justified when a few years later the company was embroiled in financial 

scandals ending with its CEO going to jail. 

 

 

UNIVERSITY – INDUSTRY INTERACTION 

I have described University research funded by six industrial entities: Symbol Technologies 

(besides my consulting there, they also provided funding for my laboratory), U. S. Postal 

Service, Ricoh, Lockheed, Grumman, and Bell Atlantic. I should add a few other entities: 

RCA, Exxon, and the Army Laboratories from my time at Princeton and Datacopy for whom I 

consulted in my first few years at Stony Brook. I do not want to include Bell Labs Research 

but I will include Teletype, the AT&T subsidiary I described in Chapter 9. So I have 

significant interactions with a dozen non-University entities. That came to the attention of 

the University administration and when they organized a workshop “Forging New 

Partnerships” in the spring of 1997 I was asked to give a talk and organize a panel on 

“Developing Contacts within Industry.” I changed the title to “Developing Fruitful Contacts 

within Industry.” The people who invited me were Marie Murphy of the Research Foundation 

and Clive Clayton from the School of Engineering. 

I was very happy to talk because the subject was close to my heart. I already wrote in 

Chapter 6 about my frustration with abstract Engineering at Berkeley and Princeton. Now I 

was asked to express my views with the hope that people would take heed. I have a Canon 

scanner with OCR capabilities and I fed to it my old (typed) notes and the following 

paragraphs are derived from them. 

My first slide was about organizations. Universities must be aware of the parts of a company 

that are likely to lead to interaction: Engineering, Development, Advanced Development, 

Research and Development. What may be of value for the industry is that Universities have 

graduate programs where employees of a company may get further training and that 

Universities conduct research sponsored by the federal government. I also identified a third 

entity, Industrial Universities. Those are Basic Research Divisions of Major Corporations, or 

Consulting Firms. In general, such Industrial Universities are not good targets for 

collaboration. 

 

My next slide was a description of the personnel in each place. Most engineers working for a 

company have only a Bachelor’s degree or a Master’s degree taken in a part-time program. 
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They do not read much, at most the IEEE Spectrum. They are good “hackers,” and they 

understand the products of the company. University professors have a Ph.D. degree and in 

most cases no Industrial experience, except (possibly) Industrial University. They do not 

read much either but they write mostly for IEEE Transactions. They have a good 

understanding of theory. The most frequent complaint of both groups is that engineers are 

not paid as well as physicians (M.D.'s). Industrial engineers are likely to blame foreign 

competition for any problems they might have while Academics tend to blame society. 

 

I went on to describe the consequences of such backgrounds. In Industry the lack of theory 

often hurts design, especially if when their engineers are afraid to talk to theorists. In 

Universities the lack of realism causes waste of time. Also most academics are afraid to 

subject their work to a practical test. Clearly, we need strong incentives to encourage 

communication, bridge the gap, and counteract the NIH (Not Invented Here) syndrome. 

  

I proposed that engineering schools should use medical schools as models rather than pure 

science schools (Professors of surgery also perform surgery!) Parallel practice provides both 

income and credibility. The following are some slides proposing concrete steps that will help 

bridge the gap. 

 

 

1. Have University faculty members take summer jobs in Industry (not in Industrial 

Universities). 

Objections:  

a. There is no industry near campus. True only if 'near' means less than 20 

miles. (At least for most U.S. campuses) 

b. "I can write three papers during the summer which will help me get 

tenure" Unfortunately true! Solution: Require at least one or two summer’s 

industrial employment before granting tenure. 

 

 

 

2. Encourage consulting (or even part time Industry-University appointments). 

Location is not a serious problem. Drop in number of publications might be. 

  

Solution: Require consulting (in industry, not industrial Universities) track record for 

promotion to full professor.  Industrial Universities do something equivalent to that. 

Interaction with the company outside a basic research division is a MUST. 

  

3. Encourage good Ph.D. students to go to industry. 

 

 

 

4. Do not hire fresh Ph.D.'s on faculties; hire only from industry. 

Objections: 

a. “We cannot match their salaries.” This is true if we count only the academic 

year salary. 
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b. “They do not have the proper publication record.” Look at the quality of 

publications, patents, and other technical achievements. 

 

5. Encourage industrial sabbaticals (even at Industrial Universities) 

 

 

 

6. Hire industrial people to teach courses of their own design. 

 Objection: “They will disturb the curriculum.” I hope so! 

 

7. Create an engineering curriculum that includes both theory and practice. 

Co-op programs are a step in the right direction but they seem to be shrinking rather 

than expanding. We may have to create faculties with industrial awareness before 

attempting this step. 

 

The critical need is to change the way faculty are evaluated. 

 

 

There were additional slides with more down to earth advice. 

 
Industry 

 
── $$ ── ���� 

 
University 

WHY GIVE MONEY?  HOW TO GET IT. 

Philanthropy  Be lucky 

Education  Have the right companies hire your 
students.  

Research  Study topics of interest to the right 
companies. 

Panic  Avoid such funding 

 

 
Best Companies to Support University Research and/or Consulting 
 

• No large basic research laboratory of their own. 

• Some in house applied research. (Staff that reads and goes to Conferences.) 

• Match of interests is far more important than location. 

 

I also gave a similar talk at R.P.I. in Troy, NY. While my talk was well received in each case, 

I am not sure how significant an impact it had. While I know of several academics that 
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share my views and have substantial interactions with industry, they are still a small 

minority within Engineering faculties. 

THE X WINDOWS DEBACLE 

The X Windows system is a software library under Unix that provides facilities for 

programming Graphical User Interfaces (GUIs) as well as computing over a network. I was 

teaching a Graphics course using workstations that ran Unix and that required the students 

to use X Window calls to complete their programming assignments. Unfortunately, the X 

Window system was poorly designed and it was hard to use. There have several publications 

that criticize the system; I will provide here only two quotes from a web site titled “The X-

Windows Disaster”: 

The first is attributed to Marus J. Ranum “If the designers of X-Windows built cars, there would 

be no fewer than five steering wheels hidden about the cockpit, none of which followed the 

same principles -- but you'd be able to shift gears with your car stereo. Useful feature, that.”  

The second has no attribution and it states “Programming X-Windows is like trying to find the 

square root of ∏ using Roman numerals.” 

(See http://www.art.net/~hopkins/Don/unix-haters/x-windows/disaster.html.) 

I could not possibly ask my students to use X Windows directly so I wrote a Starter Toolkit 

that simplified the use of the X Window System, shielding the students from the horrors of 

X. I was quite pleased with the result and in 1996 I gave a talk at the educator’s program of 

SIGGRAPH’96 titled “How to Teach Graphics Using X (and Live to Tell about It)” [1996:2]. 

In retrospect, that should have been the end of my involvement with X Windows. But I 

continued and wrote two books Interactive Computer Graphics in X published in 1996 and 

Fundamentals of X Programming with a publication date of April 1999 (the book had 

become available in late 1998). My timing could not have been worse. Microsoft had just 

released Windows 98 and my students in the Graphics course preferred to do their 

assignments on their PC using the much simpler Microsoft GUI. 

It was obvious that neither of the books was going to sell many copies but the lack of sales 

was not what bothered me the most. It was the fact that I had not foreseen that X Windows 

was going to be eclipsed. X Windows was a poorly designed piece of software but, at that 

time, it was the system used within Unix. My loyalty to Unix had blinded me and I had spent 

an inordinate amount of time studying and writing about X Windows. I had even written a 

paper (with Kevin Hunter) titled “Using Color in the X Window System versus Microsoft 

Windows” [1998:3]. I should have devoted the time spent on these projects in producing a 

second edition of my very successful book Algorithms for Graphics and Image Processing. 

I also realized that becoming too involved with a specific piece of software was not a wise 

step since my expertise was in imaging and graphics. Over the years I had worked on 

diverse topics that were not necessarily along my main area of expertise. However, in each 

case my involvement was either at the level of science or, in the case of the graphics editor 

PED, in software that I had designed and written rather than about a piece of software that 

someone else had developed. 
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Chapter 12 

 

WINDING DOWN 

 

 

A CRISIS AND ITS RESOLUTION 

The fall of 1998 turned out to be a hard time for me. I had two students complete their 

Ph.D. degree but there was no one else in the pipeline. This was the time of the Dotcom 

bubble and there were so many job offers for Computer Science students that graduate 

school was not an appealing option. I could not keep my Lab going without good graduate 

students and that meant a curtailment of my research, not an appealing prospect. I was 

sure that eventually this heated job market was going to cool but it was going to take a few 

years and, at age 64, I was not sure that I could wait that long.  

There was an even greater disappointment. I had just realized that another project where I 

had spent a lot of time was a poor choice and most of my time had been wasted. In 

particular, it was clear that a book I had written and had just been published would not sell 

well because it dealt with technology that was rapidly becoming obsolete. I felt that I should 

have foreseen that outcome and that error in judgment bothered me the most. (I have 

detailed that project in the last section of Chapter 11.) 

These two negative outcomes, especially the second, made me feel very dejected. In 

retrospect, it is clear that I was too hard on myself. I had made an error but the 

consequences of my error were not that severe. Technical books do not sell many copies 

anyway, so the non-realization of the expected royalty income was not that big a deal. Also 

I was not alone in misjudging the viability of a particularly technology. Several companies 

had made the same mistake and the results were very hard on their employees. I had not 

hurt anyone else. 

Why such a dejection? It seems to me that the negative outcomes were not the cause but a 

trigger that caused something else, deep inside me, to make me feel very sad. The latter 

was probably connected to my upbringing that did not leave me with any room for errors.  

Over the years Marion has suffered through my moods but this was worse than usual. On 

Friday evening, January 1, 1999 she suggested that we attend services at Temple Isaiah, a 

Reform Synagogue at Stony Brook. We went there and Rabbi Adam Fisher gave a sermon 

centered on a poem attributed to Ralph Waldo Emerson that I reproduce here. 
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To Have SucceededTo Have SucceededTo Have SucceededTo Have Succeeded    

To laugh often and love much: 

To win respect of intelligent people 

And the affection of children; 

To earn the approbation of honest critics 

And endure the betrayal of false friends; 

To appreciate beauty; 

To find the best in others; 

To give one's self; 

To leave the world a little better, 

Whether by a healthy child, 

A garden patch, 

Or redeemed social condition; 

To have played and laughed with enthusiasm 

And sung with exultation; 

To know even one life has breathed easier 

Because you have lived... 

This is to have succeeded. 

This was exactly “what the doctor ordered!” It made me realize how foolish I was to feel 

dejected.  I have had a very successful life and the things that I failed to achieve were, in 

reality, trivial. I have posted the poem on my web site and it has been by far the most 

popular page. During 2011 it had close to 30,000 views. Over 500 of them were on the day 

of Rosh-Hashanah. 

The poem had another impact. It changed my views about religion. I had been turned-off by 

the Greek Orthodox Church because of their Byzantine rigidity and fundamentalist views. 

This had happened in my early teens and my negative feelings became stronger as time 

went by because I witnessed so many instances of hypocrisy among so-called religious 

people. It is also hard for me to believe in a Creator of the huge Universe who is also 

concerned about whether I eat meat on Fridays or any such dietary rule. 

But here I was in a Synagogue without any archaic rituals and a rabbi who spoke not about 

theology but about human life. I could see religion decoupled from metaphysics. I could see 

religion as a philosophy, rules to guide the human life even if one is not concerned about 

divine rewards or punishments. Human beings have been left with instincts that were useful 

in their pre-historic existence but are counter-productive in the era after the Agricultural 

Revolution. Religions evolved in an effort to tame such instincts and they used the fear of 

divine punishment for enforcement. This is too big a topic to do justice to it here so I will 

point one only one example. In the era when humans were hunters and gatherers and 

barely survived an error could be fatal, thus it helped for a person to be anxious about 

avoiding errors. When such fear of error is transferred to situation that is very far from 

affecting survival, then it becomes counter-productive. It would have been nice if my last 

two books were as successful as the first three but that failure hardly affected my life-style. 

Also I had received so many academic honors that I did not need any additional ones. 
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A congregation can act as a support group to encourage people to follow the life guidance of 

religion even if some of the members do not share the belief in the supernatural. Marion 

and I started attending Temple Isaiah frequently and eventually we became members.  A 

year later I decided to convert to Judaism and I started the process that ended in my formal 

conversion on March 23, 2001. After the service some people told me that they were 

surprised. They thought I have been Jewish all along. This brings me back to the point I 

mentioned in the preface. It appears that social traits of a group may have less to do with 

the group itself than its position in the broader society. Therefore many Jewish traits are 

due to the existence of Jews as a religious minority in a Christian society. I had been 

brought up in a family that came from a Christian minority in a Muslim country. Thus I 

shared the traits of religious minorities. 

Several months later I read an article by Rabbi W. Gunther Plaut in the Magazine of Reform 

Judaism about retirement. He advised “Slow down but do not stop.” I took that advice in my 

heart and it has guided me in my years of retirement. 

Over time I became involved with other Jewish organizations including the Sephardic Center 

in New York City. Through them I met Michael Matsas, author of the book The Illusion of 

Safety. The book deals with the deception the Nazis used to hide from their victims their 

plans for killing them. It presents convincing arguments that the Allies took part in that 

conspiracy of silence for their own nefarious reasons. Michael and I became friends and 

although we have met only a few times in person, we correspond regularly. 

 I have often wondered if Rabbi Fisher had spoken on another topic the day we first 

attended whether I would have been drawn to Temple Isaiah as much as I was. Many of his 

other sermons were more closely related to the Bible and they may not have affected me as 

much. Maybe there was a divine force in action that Friday night. 

 

 

HEALTH HAZARDS OF A PROFESSION 

Between late August and mid September 2000 Marion and I took a trip to Spain and Holland 

combining business with pleasure. Once our children left home Marion started traveling with 

me to the many conferences I had to attend all over the world. This time was a special 

occasion. The 2000 International Conference on Pattern Recognition (ICPR) was taking place 

in Barcelona and I was to receive the K. S. Fu Prize, a lifetime achievement award named in 

honor of the memory of one of the pioneers in the field 

Professor King-sun Fu had died from a massive heart attack in 1986 at age 55. He was a 

good friend of mine and he was supposed to visit Bell Labs (where I was working at the 

time) when a couple of weeks before the scheduled visit, I received a call from his 

secretary. I thought she was calling to arrange for the visit but instead she told me that he 

had died suddenly. I was quite shocked by the news because he had been very careful 

about his health and he used to exercise regularly. I was only three years younger and the 

cold wind of the sad news woke me up from my complacency about my own health. Some 
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time later the International Association on Pattern Recognition (IAPR) established an award 

in his memory to be given every two years. 

 

Because of my friendship with him, the honor I was to receive had an additional significance 

and the trip to Barcelona went pretty much as planned. My speech on the occasion of 

receiving the prize was titled “36 years on the Pattern Recognition Front” [2003:1]. 

Then Marion and I went to a conference in Amsterdam where I gave a talk in memory of 

another friend, Prof. Jean-Claude Simon of the University of Paris. Jean-Claude had received 

the K. S. Fu award in 1998 but in February of 2000 had died from an embolism. 

When I was not attending a conference, Marion and I would explore the tourist sites and I 

noticed that I had trouble keeping up with her in our walks. That was something new 

because I was the one with the longer stride and normally I would have to stop and wait for 

her. So as soon as we returned home I went to see my family physician who gave me an 

EKG that turned out normal. But that was not enough for me. Back in the early 1970’s I had 

worked on a project for analyzing EKGs by computer (finding patterns in the data) and I had 

several opportunities to discuss the subject with physicians. One of them, Dr. John Seed, 

kept emphasizing that, in contrast to a stress EKG, the resting EKG had no predictive value 

(by the time abnormalities showed there, the damage had already been done).  So I asked 

my physician to prescribe a stress EKG. 

“What do you need a stress EKG for?” was his reply. I told him I could not walk as fast as 

my wife and he replied, “Oh, you are getting on in years”. So I brought up the fact that my 

father had died from a heart attack, and my uncle, my mother’s brother, also had a heart 

attack. Even though he had survived it, the damage to his heart severely limited his 

activities for the rest of his life. So my physician was convinced and he prescribed a stress 

EKG. 

I took the stress test on September 26, less than two weeks after returning from Europe. 

The stress EKG showed abnormalities, more tests followed and on Monday, October 16 I 

entered the Stony Brook University Hospital for an angiography by my cardiologist, Dr. 

William Lawson. It showed one artery 100% blocked, two 90% blocked and several others 

with lesser blockage. I was not allowed to go home and I was scheduled for bypass surgery 

first thing Wednesday morning.  

During Monday afternoon and Tuesday the nurses would check on me frequently, it seemed 

like every 10 minutes. It was then that I realized how close I had come to leaving this 

world. On Tuesday afternoon the surgeon, Dr. Frank Seifert, came to visit me. He pointed 

out that there was a one in 200 chance that I might not make it through the procedure. His 

sure and calm manner made me even more confident on his ability, so I told him to go 

ahead with the surgery and on October 18 I had a quadruple bypass. 

The operation was a success and a month later I was able to go back to my office at Symbol 

Technologies. However, it took me several more months for a complete recovery. During 

that time, another friend, Professor Anil Jain, of Michigan State University was of great help. 

He had undergone a bypass operation a year earlier and he was able to encourage me when 

I went through difficult times by telling me that the problems would cease before too long. I 
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was happy to see Anil receive the K. S. Fu prize in 2008 and I was able to attend that year’s 

conference in Tampa Bay, Florida so I could congratulate him in person. 

Apparently our profession has its risks. Long hours sitting at a desk (with or without a 

computer) and the stress of competition are not good for cardiac health. Less than a year 

after my own operation a younger friend from Bell Labs also had bypass surgery. To make 

things worse, a month after the operation Bell Labs made an “early retirement” offer to all 

people over 45, so my friend had to go for job interviews while recuperating. He is now with 

Google in California. 

 

Some people think that doing research is an easy job, you set your own hours, and you 

have no boss to tell you what to do. But you have to raise money to support your activities, 

supervise students and lab assistants, and, most important, feel the pressure to produce 

results and publish papers. Yes, it is exciting and fun, but it exacts its toll. 

 

In spite of all that I do not regret the choice I made for my career. The “high” that I feel 

when I reach a successful conclusion in a project more than makes up for the long hours of 

grinding away, the need to backtrack from dead ends, and the anxiety of not been sure that 

a solution to the problem exists. I wish only that I had paid a bit more attention to my diet 

and to have taken a bit more time off for exercise. 

 

 

 

THE RECENT YEARS (2002-2012) 

My Retirement Event 

In January 2001 I retired from the University and I went to work for Symbol Technologies 

but the company had too many problems (see Chapter 14) and in June 2002 I resigned 

from that job. In August of that year Marion and I went to Quebec City, Canada where the 

2002 ICPR was held. My friends and colleagues had organized a special session to honor my 

retirement and I was very touched by the event that was attended by several hundred 

people. I have included a copy of the program in Figures 15* and 16. 

My Web Site 

My web site, http://www.theopavlidis.com/, has been a major pre-occupation 

during retirement. I have been posting there not only technical material but also my family 

history and assorted other essays. Eventually I added posting by friends and acquaintances. 

I have been using Google Analytics to keep track of traffic in my web site and here is a 

summary of the traffic during the calendar year 2011. 

                                       
*
 All numbered figures are in the “Illustrations of the Narrative” part. 
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There were 57,146 visits by 51,463 people. They viewed a total of 77,091 pages. Most of 

the visitors were from the United States (35,473). The next four countries were Canada 

(2,911), United Kingdom (2,893), India (2,336) and Australia (1,360). Greece, Philippines, 

Germany, Turkey, and Mexico rounded up the top ten. Altogether there were visitors from 

168 countries. By far the most visited page was the one with Emerson’s poem (27,633 

visits). Next was the article on Greek Jews by my friend Michael Matsas (2,818). There were 

fifteen other pages with more than 1000 visits each for the year. Nine of them were from 

my posting on Middle East History or other essays about the region. Two were on 

technology (Computers versus Humans and the Content Based Image Retrieval described in 

Chapter 13). Others were the Asia Minor part of the story of my family (Chapter 1), the 

story of Symbol Technologies (part of Chapter 14), my critique of the Body Mass Index 

(BMI) and how it is misused by physicians, and my index page. 

Over the years I have received many positive e-mails about my postings, especially about 

the Asia Minor page and the Symbol story. Some of the e-mails about Asia Minor were from 

Turkey and that was particular gratifying. As I explained in Chapter 1 I believe that Greeks 

and Turks are the same people separated by religion and the wars between them have been 

truly tragic. 

The power of the World Wide Web has let me to communicate with far more people than I 

could ever hope with the print media. 

Volunteer Work 

Following my surgery I had joined a support group, Mended Hearts, to better deal with the 

long recovery process. In July 2002, I decided that I wanted to give something back and I 

served as a volunteer visitor to patients recovering from open heart surgery at the Stony 

Brook hospital until 2008. Most such patients feel depressed and it cheers them to see 

someone who had been through the same ordeal and now was going around like nothing 

had happened. 

 

I became active in committees in both Mended Hearts and Temple Isaiah. In Mended Hearts 

I was vice president of the local chapter and also edited the newsletter of the chapter. In 

Temple Isaiah I became member of the Board of Trustees. Eventually, I withdrew from such 

committee work for similar reasons that I reduced my involvement with the IEEE Computer 

Society. 

 

I have made the following observation. In a committee there are two conflicting goals: to 

accomplish the stated objective and to satisfy the egos of those present. The ratio of the 

time and effort devoted to the first goal over the time and effort devoted to the second goal 

may be called the rate of accomplishment. In meetings in commercial enterprises the rate 

of accomplishment is very high because if it is not then the enterprise will go out of 

business. It is lower in academic committees but still not that low because deadlines must 

be met. The third level is at professional societies because the profit motive is absent, 

deadlines are not as strict, but on the other hand most participants are there for 

professional networking and do not wish to make fools of themselves. No such constraints 
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exist in purely volunteer organizations so the rate of accomplishment is even lower. I 

suspect the lowest values occur during filibusters in the U.S. Senate. 

 

More Medical Adventures 

In 2006 I underwent treatment for prostate cancer through implantation of radio-active 

iodine seeds. It took place at the North Shore Hospital in western Long Island. The 

treatment succeeded in putting the cancer in remission but a few years later I faced 

problems because of collateral damage. The radiation had damaged my bladder and I had 

become very sensitive to acids in my diet. It took over a year for the correct diagnosis to be 

made (in September 2009) and I came to appreciate how deprivation of sleep can be used 

as a torture instrument. Once the cause was found (lesions in my bladder) the remedy was 

relatively simple. I have to avoid foods and beverages with high acidity. 

 

The Osher Lifelong Learning Institute (OLLI) 

 

The last medical adventure shook me up and I realized that I did not have the energy and 

stamina to continue research in technical topics. Stony Brook University has a program for 

retired people where participants may teach classes, lead workshops, or attend the same. It 

used to be called The Round Table, but after receiving a grant from a foundation it changed 

its name to the Osher Lifelong Learning Institute (OLLI). I joined the program in September 

2009 and in the Spring of 2010 I taught a class on Middle East History. It was a success and 

I expanded it into a two semester sequence that was offered in 2010-2011 and in 2011-

2012. It has kept me busy but not overwhelmingly so. 

 

People seem to like what I have to say about history that makes me even happier. I tried to 

give courses on Artificial Intelligence as compared to human intelligence but they drew a 

much smaller crowd. I had been toying with the idea of writing a book on the subject and 

my experience in OLLI made me reconsider it. I realized that the topic is more esoteric than 

I had thought. (I discuss the technical aspects of the issue in Chapter 13.) Nothing is better 

than audience feedback! Because people in OLLI take classes only if their interested their 

feedback is particularly valuable. In a traditional University program a course may have a 

high enrollment because it is required and students are reluctant to challenge a professor 

who will grade them. Thus I had always big classes for my lectures that led to the ill-fated X 

Windows book that I mentioned in the beginning of this chapter. 

 

OLLI has also helped the writing of this document. I participated in a workshop on memoir 

writing that I found very useful. I had written a lot of technical papers and five books but 

there is a difference between technical writing and a narrative of one’s life. 
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Chapter 13 

 

* MACHINE VISION 

 

 

AT BELL LABS 

 

Because I was the only person in my organization at Bell Labs with interest in Machine 

Vision, I was encouraged to hire a consultant. I invited Eric Grimson of M.I.T. for that 

position and I was very happy that he accepted. Eric had recently completed a PhD thesis 

that had made a major contribution in the field. I thought he was the most promising young 

person in Machine Vision and we had a very productive collaboration. I think the most 

important result of our interaction were the conversations we had regarding the deep 

reasons for the difficulty of image analysis. 

 

Image analysis by computer proceeds in one of two ways: bottom up where one starts with 

pixels and tries to identify larger entities and top down where one assumes the presence of 

a particular object in the image and then proceeds to find out its exact location and details 

about its appearance. In contrast, the human visual system appears to operate in a mixed 

bottom up/top down mode. It seemed that machine vision handled the low level vision fairly 

well, for example finding edges between areas of different brightness. It also did well in 

using high level top-down models, for example finding well defined objects in an image. The 

discussions Eric and I had dealt with the detection of intermediate structures, for example a 

curved surface that human vision is very good in identifying but computer vision cannot deal 

with. Imposing mathematical smoothness constraints was both too severe and too lax a 

requirement. Too severe because it did not allow for discontinuities and too lax because it 

may not capture all the constraints expected in the physical world. The conclusion of these 

discussions was that until we understood such “middle vision” the general machine vision 

problem could not be solved. As a result, the most promising research areas were in specific 

applications where a fairly complete model of the images under consideration was available. 

 

Eric redirected his research to focus on medical imaging and he made major contributions in 

providing tools that assist brain surgery. At the time of this writing he is chancellor of M.I.T 

and before that he was chairman of the Electrical Engineering and Computer Science 

department of M.I.T. 
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In 1985 I was invited to give a lecture at the 1986 ICPR in Paris and I chose to speak on 

"Why Progress in Machine Vision is so Slow." (My ICPR talk was the basis of a later journal 

article [1992:2].) I did not want to be too controversial so I softened my criticism of the 

prevailing view in Machine Vision. Still most researchers in Machine Vision thought that I 

was too pessimistic and I fell out of favor with some of them. It did not matter much 

because I was planning to focus on applications anyway.  

 

 

AT STONY BROOK AND SYMBOL TECHNOLOGIES 

At Stony Brook I was fortunate to find funding for applied research, so I did not have to deal 

with the general Machine Vision problem. Other researchers were also reaching the same 

conclusion. Some, like David Lee, had decided to leave the field of machine vision altogether 

(see Chapter 9). 

One of the most promising young researchers, Vic Nalwa, decided to move into a related 

field. Vic had received his Ph.D. from Stanford and had joined Bell Labs in a different part of 

the organization than where I had been. In 1993 he published a book A Guided Tour of 

Computer Vision (Addison-Wesley). Interestingly, the cover jacket of his book is the famous 

“Dalmatian” picture that is also the subject of Figure 1.1 of my own book Structural Pattern 

Recognition. The photograph is by Ron James and Leon Harmon had used it in his lectures. 

The first time people see this pictures it looks like a random collection of black blobs on a 

white background. But when they hear the word “Dalmatian” they see suddenly a Dalmatian 

dog. 

 

Vic was realizing the limitations of the general approach and we had several discussions on 

the topic. Any time someone realizes that “the emperor has no clothes” they find it helpful 

to talk to someone who shares that view. Eventually, Vic left Bell Labs and started his own 

company that constructs panoramic video by stitching together views from several cameras. 

The company is called Fullview and the URL of its website is http://www.fullview.com/. 

 

Eventually, the young professor I had recruited to Stony Brook, Murali Subbarao, also 

focused on applications. He used depth from defocus to develop a technique for rapid auto-

focusing of digital cameras. The technology was licensed to Olympus (the Japanese camera 

manufacturer) and they supported his research for fifteen years. Later Murali had the 

insight to see that the work on defocus was applicable to medical imaging. This led not only 

to published papers but also to patents on a new way of processing information in 3D 

medical imaging. He calls the method the Field Paradigm and it relies on much lower doses 

of radiation than current techniques. 

 

It is nice to see other people reaching similar conclusions as I did but I also found plenty of 

evidence in the cognitive psychology literature to support our conclusions. Bela Julesz has 

written that “in real-life situations, bottom-up and top-down processes are interwoven in 
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intricate ways," and that "progress in psychobiology is ... hampered ... by our inability to 

find the proper levels of complexity for describing mental phenomena.” [1]. V.S. 

Ramachandran has written that “Perceptions emerge as a result of reverberations of signals 

between different levels of the sensory hierarchy, indeed across different senses.” The 

author then goes on to criticize the view that “sensory processing involves a one-way 

cascade of information (processing) [2]. Apparently, the general idea goes back to 

Helmholtz. 

 

Visual illusions testify to the fact that we perceptions are modified by expectations. You can 

find many examples by surfing the web. My favorite web site devoted to the topic is the one 

by Professor Michael Bach of the University of Freiburg in Germany [3]. 

 

A succinct description of the challenge had been offered by Nobel laureate Arno Penzias: 

“Human intelligence almost always thrives on context while computers work on abstract 

numbers alone. … Independence from context is in fact a great strength of mathematics.” 

[4]. Penzias was vice president for Research at Bell Labs and I have described in Chapter 9 

how he tried to convince me to maintain a connection to Bell Labs after I had decided to 

look for an academic position. 

 

If you are not yet convinced of the importance of context look at the two sentences below: 
 

    New York State lacks proper facilities for the mentally III.  
    The New York Jets won Superbowl III. 
 

The last word in each sentence is interpreted differently, even though they are visually 

identical. The human visual system is able to ignore local cues once a high level 

interpretation has been achieved. Such occurrences are even more common in pictures. It 
seemed to me that human vision starts with a bottom up process that leads to context 

inference. Context may also be provided by prior expectations. Once context is inferred the 

system switches to a top down process but that is validated by additional bottom up 

processing and the cycle is repeated until a stable perception is achieved. The advantage of 

working in specific applications is that often the statement of the problem provides the 

context. 

 

Therefore Context Inference was the top challenge for advances not only in Machine Vision 

but also in Artificial Intelligence in general. I was encouraged by the NSF program director 

Howard Moraff to submit a proposal under a special program where truly innovative ideas 

may be funded without review subject to the constraint of a budget of no more than 

$50,000. This was my last NSF proposal and I have included it as Appendix B. It is only four 

pages long (The text was produced by scanning the original paper copy and applying the 

OCR tool that came with my Canon scanner.) It was submitted on December 1997 and it 

was funded with a starting date of July 1, 1998. 

 

This was going to be my “last hurrah” but it did not worked out as I had hoped. I have also 

included the final report in Appendix B and I reproduce here a critical paragraph with added 

emphases. 
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Because of the scarcity of qualified PhD students the Principal Investigator together 

with Masters' or undergraduate students or industrial staff conducted the research. 

The latter became possible because the research was combined with two 

industrially funded projects, one by Bell Atlantic and the other by Symbol 

Technologies. It should be mentioned that the Principal Investigator is retiring from 

the University and no further requests for funding from NSF are anticipated. 

 

I was throwing in the towel. I was disappointed for not doing more but the problem is 

indeed very hard. Today the term “context inference” is used mostly in web applications to 

fine tune results of a search or provide answers to a query. 

 

This is the place to mention another small project that had to do with context inference. 

Symbol technologies had the idea that PDF417 symbols could be used to encode the text of 

a page and printed as footnotes at the bottom of the page. This way a printed document 

could be converted into computer readable form by scanning the PDF417 symbol rather 

than applying OCR to the whole page. One problem with this idea was that ordinary 

compaction methods produced too large PDF417 symbols that took too much of a page. I 

thought that if we could infer the context of a page we could use a more aggressive 

compaction method so that PDF417 symbol would not take so much space. I asked my 

doctoral student Hongwei Shi to look into this problem and I also asked my colleague Steve 

Skiena who had more expertise on data compaction than I did to help us in our endeavor. 

Steve was pessimistic that we could achieve significant gains over the Lempel-Ziv method 

used in the standard compaction algorithms. He thought that the adaptive feature of the 

Lempel-Ziv method would take as much advantage of the special nature of a document as a 

context inference method would. Steve turned out to be right, so that was another dead end 

in our efforts on context inference. Even though inferring context in a document was easier 

than inferring context in a picture, it could not help with the problem at hand. 

There was one more applied machine vision project that I worked on at Symbol with Ke-Fei 

Lu during 2001-2002. The goal was to find the dimensions of a rectangular box by taking a 

picture of it. Normally, it requires two views to reconstruct a three-dimensional object but in 

this case we dealt with an object of known solid shape so that we could find the relative size 

of height, width, and depth of the box from only one view. Two laser beams produced two 

spots on the image and from the parallax and the relative dimensions could be used to 

estimate the size. A major challenge was that the box may contain labels that had higher 

contrast with the box surface than the box had with the background (Figure 17*). 

This situation eliminated edge detection and segmentation so we used a pure top-down 

procedure. The overall effort involved several other people besides Ke-Fei and me because 

the company was building a real system. Unfortunately, the company had over-estimated 

the market and the system never became a product. We published a paper [2007:1] and we 

were also granted a patent [2006:A]. I have a posting on my web site that provides details 

about the project and the reasons behind our design [5]. They can be summarized in the 

phrase: Use top level knowledge to design low level algorithms. 

                                       
* All numbered figures are in the “Illustrations of the Narrative” part. 
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Sources 

1. Bela Julesz "Early vision and focal attention", Reviews of Modern Physics, vol. 63, (July 1991), 
pp. 735-772. 
 

2. V. S. Ramachandran and S. Blakeslee Phantoms in the Brain, William Morrow and Company 
Inc., New York, 1998, p. 56. 
 

3. http://www.michaelbach.de/ot/ 

4. Arno Penzias Ideas and Information, Norton, 1989, p. 49. 

5. http://www.theopavlidis.com/technology/BoxDimensions/overview.htm 

 

 

CONTENT-BASED IMAGE RETRIEVAL (CBIR) 

At the end of 2005 I decided to resume research from home. The Microsoft Visual Studio 

made programming very easy, I had plenty of time and I did not need any graduate student 

assistants. Searching the web was a hot topic and Google seemed to have solved the 

problem for text search. An active area of research was image retrieval where the query 

was an image and the problem was to find all images similar to the query. A specific trigger 

for looking into the problem was the death of our dog Lucy on December 29, 2005. Marion 

asked me to find all pictures of Lucy from the collection I had stored on my PC. 

 

I looked at the relevant literature and I was not too impressed by what I saw. I felt that I 

could do better than that and I developed and implemented a methodology that did quite 

well on the set of about 5,000 images that I had on my PC. I thought I should apply for a 

patent but before taking that step and the considerable expense that it requires, I decided 

to submit my method to a more rigorous test. I decided to create variations of the pictures I 

had by simulating overexposure and underexposure as well as shadows. Tests with artificial 

data have been used extensively in both Document Analysis and bar code scanning. For 

example, bar code readers are supposed to misdecode, i.e. read a different encoding than 

the correct one, no more than once in several million tries. It is impractical to run millions of 

real tests so models of bar code noise and distortions are used to generate artificial data. 

 

In my case, the artificial (but realistic) distorted images expanded my original test set by 

several orders of magnitude, from a few thousand to over 100,000. I was in for a surprise. 

My method failed completely. And all the published methods were also expected to fail. The 

apparent success of the publications were the result of insufficient testing, a common bane 

of many Artificial Intelligence papers. 

 

In this particular case image matching was performed by comparing global statistics, such 

as histograms, of the images. It turns out that very diverse images may have identical 

histograms thus I am surprised that people could even try such an approach. In my method 

I used a set of regional statistics but even those were not sufficiently discriminating. I wrote 
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up my critique and posted it on my web site [1] and it has been widely read. I was invited 

to give one of the plenary talks at the 2008 ICPR in Tampa Florida [2008:2] and I also 

made a presentation in a special session at the International Conference on Multimedia 

[2009:1]. That conference was originally scheduled for Mexico but because of the outbreak 

of the swine flu it was moved to New York City. I also had a critique included as a featured 

paper in the ACM SIGMM eNewsletter [2008:1]. Figure 18* shows three images where even 

the regional statistics give the wrong answer. 

 

While pondering on the reasons for inadequate testing that is common in the literature I 

thought of an important factor that seems to have been ignored. The number of possible 

distinct pictures is truly astronomical. I wrote a paper pointing that out [2009:2] and this is 

probably going to be my last technical paper that appears in a bound journal. 

 

Eventually I concluded that general CBIR faces an insurmountable obstacle. There is little 

agreement among people on whether two pictures are similar unless are almost identical 

(for example, pictures of the same building from two slightly different angles) or completely 

different (for example, a picture of a human face and a picture of car.) This has been 

confirmed by cognitive psychologists [2] and it is one more obstacle to image retrieval. Note 

that in text retrieval we start by finding exact matches of the words in the query and then 

we trim the returns. 

 

CBIR has turned out to be like other problems in machine vision. The general version is 

intractable but special cases can be solved and their solutions can have a major practical 

impact. My own Lab had actually solved a special CBIR problem in the case of the Grumman 

Data Systems project described in Chapter 11. 

 

My friend Anil Jain has developed at Michigan State University a system for matching a 

given tattoo to a database of tattoo images. The retrieval requires finding an identical tattoo 

with the only differences allowed being illumination and point of view. Therefore this process 

looks for nearly identical images and avoids the pitfall described in the previous paragraph. 

Because the main characteristic of the images in question is shape it was possible to use 

specific methods for the matching, as opposed to global or regional statistics. 

 

If I had found a suitable application I might have continued my work in CBIR, but I did not 

and I stopped my efforts. I was also quite ill for part of 2009 and by the time I recovered 

my interest on the subject had abated. 

Sources 

1. http://www.theopavlidis.com/technology/CBIR/index.htm 

2. W. Zhang, D. Samaras, and G. Zelinsky "Classifying objects based on their visual similarity to 
target categories," Proceedings of the 30th Annual Conference of the Cognitive Science Society, 
2008, pp. 1856-1861. 
 

                                       
* All numbered figures are in the “Illustrations of the Narrative” part. 
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COMPUTERS VERSUS HUMANS 

 
For a long time I have been gathering material for explaining the difference between human 

and machine intelligence. In the summer of 2002 I was invited to give a lecture in the 

monthly Emeriti faculty meeting and I agreed. On November I spoke on “Computers versus 

Humans.” It went very well and later I gave similar lectures to Computer Science students. I 

developed a more technical version of it that I titled “Why Artificial Intelligence is Very 

Hard.” I gave a seminar with that title at Stony Brook and when in 2008 I was in Turkey 

(see Chapter 15) I gave a similar seminar at Bilkent University in Ankara. It was very well 

attended and I was told that the department chair came a bit late so he could not find a 

seat and he stayed for duration of the talk standing up. 

 

When I give such talks I have a sense of mission. General Artificial Intelligence (and General 

Machine Vision) is constantly hyped as being “just around the corner.” People who work on 

specific problems (Narrow Artificial Intelligence) may not be given proper credit because 

their contributions seem small compared with what is “just around the corner.” My goal is to 

convey the view that General Artificial Intelligence is nowhere in the horizon. 
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Chapter 14 

 

SYMBOL TECHNOLOGIES 

 

THE ACQUISITION OF MSI 

I started consulting with Symbol technologies, then at Bohemia, Long Island in the Fall of 

1986. Even though I had consulting agreements with Datacopy and with Bell Labs, Symbol 

had the advantage of being less than half an hour drive from our home. Immediately, I 

established a good relationship with Jerry Swartz, the founder and CEO of the company. 

At that time Symbol was a company of about 300 employees manufacturing hand held laser 

bar code scanners. Swartz was an outstanding electro-optical engineer and he was a true 

technology pioneer. The first product of the company, the LS1000 scanner, had been 

introduced in 1980.  

An important event occurred in 1989 when Symbol acquired MSI, a company manufacturing 

hand held terminals. That company was based in Costa Mesa, California and it was the 

same size as Symbol. As a result of the acquisition Symbol doubled its size. For a while the 

company even changed its name and was known as Symbol-MSI. 

The acquisition made a lot of sense: the combination of hand held wireless terminals and 

bar code readers was a powerful one. However Symbol did not appreciate the extent to 

which it had to broaden its area of technical expertise. The design and manufacturing of 

laser bar code scanners requires expertise in optics and electro-mechanics and the company 

had some truly outstanding engineers and scientists in those fields. Bar codes scanners do 

require a computer program to decode the signal, but as programs go that is quite simple. 

My students could write a basic bar code decoder in the C programming language within a 

single day and a decoder of "industrial quality" within a week. However the wireless 

terminals required far more sophisticated programming skills. It turned out that several of 

the skilled software engineers of MSI had left the company before the acquisition and 

Symbol itself did not have any strong software engineers, since such people were not 

needed in their laser scanner business. 

This situation led to a crisis in the summer of 1990 when a new portable terminal was 

coming into the market and even though the hardware was ready, the software was behind 

schedule. I was asked by Jerry to take a semester's leave from the University and devote 

my full time to dealing with the problem. What was needed was a C language library to 

support the writing of applications for the new terminals. I found the old MSI staff highly 
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uncooperative but, fortunately, the manager of a Symbol Value Added Retailer (VAR) in 

Belgium agreed to work with me and he provided the required API specifications. I hired two 

C programmers and, in cooperation with the Belgium VAR, they developed the needed C 

library routines within a few a months.  

There was a pleasant side to the crisis. Jerry asked me to visit the company subsidiaries in 

London and Paris and I took Marion with me. In Paris the Symbol facility was outside the 

city and I had to take a metro ride to go there. Commuting during the rush led me to an 

interesting insight. Most Parisians live away from the beautiful center and their lives are not 

that different from those of the inhabitants of any other major city. 

While that particular crisis was taken care of, it was clear that the long-term problems 

remained. I recommended that the company should make it a top priority to hire an 

experienced software manager and I even recommended a particular individual for the 

position. There was little follow up. They thought that the person I had recommended was 

asking for too high a compensation and they did not pursue any other leads. Clearly the 

senior company management did not appreciate the importance of software but there are 

other factors involved. There were several people in the company claiming software 

expertise and the company felt that it could get away cheaply by relying on them with the 

help of consultants. Hiring a senior software executive would have cut in the turf of the 

existing senior executives and they did not want to give up anything. The downside of this 

non-decision was that while the portable terminal division had a higher sales volume than 

the scanner division, it did not contribute to the company's profits. 

 

 

COLLABORATION WITH THE UNIVERSITY 

Jerry Swartz had been invited to a meeting at the Pentagon in Washington, DC and he 

asked me to go with him. The subject of the meeting was the need for a bar code that did 

not rely on a database. Ordinary barcodes are indices to a database and cannot be used 

without a computer. For obvious reasons that was impractical in many military operations. 

Creating a barcode that would encode all the information in the symbol would require a 

much higher information density and that presented a challenge. On the flight back Jerry 

and I discussed the problem and we thought of the outline of a solution using stacked linear 

barcodes. I had a doctoral student in Computer Science, Ynjiun Wang, and I felt that he 

would be a good person to assign this problem to and I suggested to Jerry that he be hired 

by Symbol full time. The result of Ynjiun’s work was the two-dimensional bar code PDF417 

(Figure 19*) that is used day in driver licenses, car registrations, air-line boarding passes, 

etc. 

This arrangement had several advantages for the student. He would be paid a regular 

industrial salary that was several times a multiple of the graduate stipend and he would still 

                                       
* All numbered figures are in the “Illustrations of the Narrative” part. 
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devote all his time to his dissertation research. The main constraint was that once a student 

committed to a topic for his dissertation he could not change. 

Jerry had also asked me whether there was a way to improve significantly the accuracy of 

bar code scanners. Bar codes share with text the property that both are two color (usually 

black and white) images. However, when a black and white image is scanned the optical 

system introduces blurring and as a result we end up with an image that has many gray 

tones. My experience with OCR at Bell Labs had convinced me that dealing we should not 

try to deblur the image but instead we should try to recognize the shape of the letters 

directly from the blurred image. I told Jerry that bar code decoding directly from the gray 

image was, in my opinion, the best way to improve the accuracy of the scanners. Jerry 

agreed to hire another of my graduate students to work on the problem. My most promising 

starting doctoral student at the time was Eugene Joseph. He was originally from Trinidad, 

had a Master’s degree from Princeton, and he had worked for some time at Bell Labs. He 

was hired by Symbol and he started work on the problem. 

I discuss the technical details of the work of both Ynjiun and Eugene in the next two 

sections. 

Interaction with industry is not viewed favorably by traditional academics because, 

supposedly, it spoils the purity of research (recall Das Glassperlenspiel that I mentioned in 

Chapter 6). While Stony Brook was nowhere as bad as Princeton in this respect, there was 

still an undertone of disapproval. Things changed when there was a financial crisis in New 

York State and they asked Stony Brook what they had for the economy of the state. My 

work with Symbol was suddenly praised by the University and received a lot of publicity. 

Figure 20* is from an article in Newsday, a regional newspaper. 

PDF417 was a success but it could have been even more successful if the management of 

Symbol took software development seriously. Ynjiun had assembled a new software team 

because the programming for the two-dimensional bar code was far more complex than that 

for the one-dimensional bar codes. Ynjiun and I proposed that the company should develop 

some demonstration applications in order to prove to potential customers the advantages of 

the new technology but that suggestion was ignored by the management. Frustrated, Ynjiun 

left Symbol and in 1993 started his own company, Metanetics. That was only a year after 

the Newsday article. Eventually, all the people Wang had recruited also left Symbol. He is 

now a Senior Fellow of Honeywell, one of only six in the Automation and Control Solutions 

(ACS) division of the company. Previously he was Vice President of Advanced Technology at 

Hand Held Products (HHP) that was acquired by Honeywell in 2007. 

Eugene’s contribution, while less visible, had a broader impact on the design of the bar code 

scanners as I explain later in this chapter. Eugene is still with Symbol which is now part of 

Motorola. 

There was one more student who was employed by Symbol while he completed a 

dissertation at Stony Brook. Kevin Hunter was a Bell Labs alumnus and he had been hired 

by Symbol Technologies to help them with their software problems. In order to recruit him 

                                       
* All numbered figures are in the “Illustrations of the Narrative” part. 
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from his previous employer they offered him the incentive of supporting his working 

towards a Ph.D. degree under my direction. 

Jerry Swartz was so keen on laser scanners that he wanted to see whether they could be 

used to capture two-dimensional shapes. Kevin’s work showed that this was indeed possible 

and in 1998 he completed a dissertation titled “Polygon Reconstruction Using a Laser 

Scanning Model.” We also published a paper based on his work [1999:2]. Kevin was very 

knowledgeable about the Microsoft software and he helped me a lot to move my personal 

work from Unix to Windows. Not surprisingly Kevin did not last very long at Symbol and left 

to become Chief Scientist in a startup, NeoMedia Technologies. 

It is worth mentioning here is that the National Science Foundation (NSF) chose to list our 

effort of reading barcodes as one of the 60 areas where NSF funded research had an 

impact. This collection of the “Sensational 60 Milestones” was posted on the occasion of 

NSF’s sixtieth anniversary. The site is http://www.nsf.gov/about/history/sensational60.pdf 

and the relevant entry reads: “In the early 1990’s research in computer vision conducted at 

the State University of New York led to major advances in algorithms for bar-code readers. 

The research led to commercial development of a new product line of barcode readers that 

has been described as a revolutionary advance, enabling bar-code readers to operate under 

messy situations and adverse conditions.” Other items amongst the 60 include Computer 

Aided Design and Manufacturing (CAD-CAM), Cloud Computing, Discovery of Extra Solar 

Planets, DNA fingerprints, the Digital Library Initiative that led to Google, and the Internet.  

When senator Coburn launched an attack on NSF in 2011, he conceded that NSF funded 

research did produce some useful things. His report lists six areas of “worthwhile 

investments by NSF” and one of them is barcodes. (The other five are the Internet, Cloud 

Computing, MRI, Buckyballs, and Vision Care.) 

I am very happy that some of the work I did with my collaborators has found its way into 

products that make people’s lives easier. That is the ultimate satisfaction for an engineer. 

 

 

* THE TECHNOLOGY OF PDF417 

Here are the most important features of the design. The underlying linear barcode would 

have four bars and four spaces and 17 modules, hence the 417 in the name of the 

symbology. PDF stood for Portable Data File (this was before Adobe came with that 

designation for formatted documents). 

The major challenge for designing a stacked barcode is how to tell when the laser scan line 

crosses rows. Separators between rows waste space and Ynjiun Wang came up with the 

idea of using a different encoding scheme for each row. Actually only three such schemes 

are needed! Think of a page of text that must be reconstructed after it has been shredded. 

If we had used three alphabets (for example, Greek, Roman, and Cyrillic) making sure 
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adjacent rows are each in a different alphabet, then we could reconstruct the page. Ynjiun’s 

design for PDF417 was to use a discriminator f: 

  f(W) = (w[0]-w[2]+w[4]-w[6])%9 

where w[k] (k even) is the width of a bar. The discriminator f has 9 possible values and it 

divides the possible code words of PDF417 into 9 clusters. We used only three clusters with 

discriminator values 0, 3, and 6. This policy provided for error detection: If the decoder 

found a value, say 1, this would indicate an error. 

In addition to such local error detection, PDF 417 implemented error detection and error 

correction for the whole symbol. Error detection and error correction are used widely in 

electronic communications and electronic storage media and there is a considerable 

mathematical theory behind them. However, “paper” noise has different characteristics from 

“electronic” noise. Ynjiun came up with an ingenious way to make use of this theory for 

PDF417. He simply changed the rule for the distance between strings to reflect the different 

nature of the noise. 

We published several papers about PDF417  [1990:4, 1992:3] and we also wrote a paper 

that we submitted to the IEEE Transaction for Information Theory. The reviewers asked for 

major revisions but Ynjiun was already busy with making PDF417 a product and did not 

want to bother with the paper so it was never published. This experience provides an 

explanation why application papers are rare in many journals. It is not only that editors may 

not appreciate the importance of applications. It is also that authors of such papers have 

“bigger fish to fry.” Several patents were also issued for the technology (including [1994:B], 

[1995:A], and [1996:B]). 

 

 

* IT IS NOT JUST BLACK AND WHITE 

OCR and barcode reading have one common problem. Letters and bars are usually printed 

in black on a white background but the scanned images are not binary because of the 

blurring imposed by the optical system. This is illustrated in the sketch of page 122. The 

simple technique of thresholding that assigns a pixel  to black or white depending on the 

value of its intensity cannot reconstruct the original image because a pixel in a narrow white 

area may have the same intensity as one in a narrow black area. One could try to invert the 

blurring of the optical system but de-blurring is mathematically an ill-defined problem and 

therefore this approach is not practical. 

Another solution is two look at the curvature of the blurred image. Pixels corresponding to 

white (high values) are convex and those corresponding to black (low values) are concave. 

(This can be seen clearly in the sketch.) When I was at Bell Labs I had developed an 

algorithm based on this observation with the help of a summer intern from Cooper Union, 

George Wolberg [1986:1]. The results were encouraging although the method was rather 

slow because it involved several iterations over the whole image. (Still, it was more efficient 



122 
 

than an earlier method that George and I had worked on. That method was based on 

stochastic relaxation with annealing [1985:2].) 

Strictly, speaking it is not necessary to reconstruct the binary image. The pixels with high 

absolute curvature are the ones that mattered the most. In the case of alphabetic 

characters the collection of pixels with large negative curvature corresponded to a thinned 

version of the shape of the character and that is all that is needed. 

 

 

 

Part of a scanline across a 

digitized image. The solid 

lines represent the original 

two value image while the 

dotted curve is the blurred 

signal. 

When I started consulting for Symbol and Jerry asked me what I thought was the best way 

to improve barcode reading my answer was to avoid binarizing the signal. That started a 

long process that eventually ended in a very successful product. The first step was the work 

of Eugene Joseph. His dissertation titled “The Recognition and Restoration of Bilevel 

Waveforms” and it was completed in 1992. His work also resulted in two major publications 

[1993:1, 1994:2] and several patents (including [1994:C] and [1996:A]).   

An aside: These publications are probably the only ones on barcode reading in major 

journals and they had a curious effect. Theoreticians took them as points of 

reference to propose “improved” methods for barcode reading. I ended up reviewing 

some of these papers and I had to point out that they were impractical for the 

application because of their high computational requirements (they were based on 

variations of annealing that we had tried first at the problem). As far as I can recall 

in all cases I was the only referee to suggest rejection and the editors took my 

recommendation. This points out to a cycling phenomenon in the scientific literature. 

People start with method A to solve a problem (in our case annealing). Later they 

develop another method, say, B (in our case curvature extrema) that has certain 

advantages over the previous (in our case higher computational speed without loss 

of accuracy because the input image is constrained). Even later other people think of 

ways to improve method B and re-invent method A. This cycle can go on forever 

because many researchers do not look at literature that is more than a few years 

old. 
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It turned out that even Eugene’s method was not practical for the low end processors used 

in barcode scanners. Two Symbol engineers, Steve J. Shellhammer and David P. Goren 

developed another way to implement the concept [1999:1] and that method is used in most 

bar code scanners today. (Steve had a Ph.D. in Electrical Engineering and I had recruited 

him for Symbol from the University of California at Santa Barbara.) The new scanners were 

originally called the multi-bit scanners but then marketing decided to call them fuzzy logic 

scanners even though no fuzzy logic was involved. Eventually that name was dropped and 

the scanners were promoted for their ability to read poorly printed and defaced bar codes. 

The reading of bar codes may appear to be a trivial problem until one realizes the demands 

of the application. Misreads (substitution errors) must not occur more than once in a million 

scans while the rejection rate should be under 1%. In addition there are severe constraints 

on the cost of the scanners so that captured signal is quite blurred. There is a vast distance 

between solving a problem in the laboratory and solutions that are viable for a commercial 

application.  

 

 

JOINING THE COMPANY 

In 1992 I had changed my own involvement with the company by insisting on a specific 

consulting contract that limited my services to bar coding decoding issues as well as 

reducing the overall amount of consulting I would be doing. Eventually I convinced Symbol 

to increase the funding of my laboratory at Stony Brook University because it was more 

likely to achieve results there than in the rather haphazard R&D environment at the 

company (see next section).  

But in 1999 I reversed my position.  Given the lack of graduate students, it made sense to 

look for work in industry. Jerry Swartz was eager to have me at Symbol. One day he came 

to my office at the University accompanied by Joe Katz, senior vice president of R&D. It 

really impressed my colleagues and staff at the University. 

Ironically, after I had decided to leave the University I found a new doctoral student. Ke-Fei 

Lu had just to Stony Brook from China with the intention of working with me. Symbol 

agreed to hire her and I was hoping that she would complete a Ph.D. in the same way 

Eugene Joseph, Ynjiun Wang, and Kevin Hunter had done. I have described her work in the 

Chapter on Machine Vision. 

In 1999 I negotiated an early retirement deal with the University and I accepted an offer 

from Symbol to be their Chief Computer Scientist, a vice president level position. I should 

point out that this was not a management position (it was within R&D) and I had no staff.  I 

started formally in January 1, 2001 but I did a lot of consulting during the year 2000. It was 

during that period that I received the K. S. Fu award and I also had open heart surgery. 
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My monthly salary was not particularly high but I had been granted a block of 40,000 stock 

options that could be worth a lot of money if the company had kept growing. One of the 

best perks of my position was a very nice office with a lot of windows. It was the nicest and 

largest office I had ever had!  

On the minus side, I had certain concerns about my role within the company. I had thought 

that the best contribution I could make to Symbol's software development problems was to 

help recruit a senior software manager to oversee the technology in their wireless and 

portable terminal division. Subsequent events convinced me that this is not what the Jerry 

Swartz had in mind and I was recruited to that position because he believed I could solve 

the data mining problem associated with the personal shopper. 

The personal shopper was a light wireless terminal with a bar code scanner. One can see 

such devices at the supermarket chain Stop-and-Shop among others. Individual customers 

would pick up the gadget when they entered a store and then they could scan the items as 

they loaded their shopping cars. At the checkout they would only hand their scanner to the 

cashier, pay the amount due and leave the store without unloading their shopping cars. On 

the surface it seems like a great idea because the potential market was enormous. There 

was only one catch. There was no way to make sure that customers did not put items in 

their shopping cars without scanning them. While spots checks and surveillance may cut on 

such theft, the problem remained. One could check individual shoppers by conducting an 

audit at the checkout, but if such audits were performed too frequently they removed the 

convenience that the product had been designed for. Merchandise shrinkage affects 

seriously the bonus of store managers and there was no way for the product to be widely 

adopted until the theft problem was solved. Because each time a customer scanned a 

product, a record of the time was made and this time series of scans was available for 

analysis, Swartz believed that such data would provide solution and put his hopes on data 

mining and he was sure I would find the way. Unfortunately, there is no social or scientific 

reason to expect differences between the time series of an honest customer and the time 

series of a dishonest customer. 

The system had been installed in certain stores in Europe and there were sample time series 

available and I went ahead and analyzed the data. (These stores were performing exit 

audits of the customers so each time series was marked whether it was from a customer 

that had scanned all items in the shopping cart or from a customer that had not.) I did a 

thorough statistical analysis of the data that confirmed my prior judgment. There were no 

statistical significant differences between the series of shoppers who had not scanned all 

items in the cart and those of customers who had. 

There were also other arguments against the system. The data mining that was supposed to 

catch the dishonest shoppers was also likely to raise privacy issues and that might 

discourage retailers from adopting the personal shopper. In recent years I found another 

reason that shoppers are not eager to use the gadget. When I go to a Stop-and-Shop store 

I see most of the gadgets unused in a rack near the entrance. Many people are reluctant to 

use them, partly because they are uncomfortable with the technology and partly because 

the personal shopper slows you down while you shop. Jerry Swartz had made two errors. 

One was to believe that the market for gadget was so large that it would solve the 
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company’s problems. The other was to believe that I would figure out a solution to the theft 

problem by analyzing the time records of the scans. I was flattered by his confidence in me 

but I was not a magician. 

I detail the overall problems of the company in the next section, so here I focus on issues 

that I was directly involved. Being a regular associate allowed me to take a closer look at 

the operations of the company than I had as a consultant and pretty soon I realized that the 

problems of the company were far worse than I had thought. The company seemed to be 

dominated by sales or marketing people and technical advice was ignored, and not just on 

software issues. Three products that have been introduced recently to the market all had 

performances problems. After I looked at each case carefully I realized that there was a 

common factor. In all three cases the original design had been modified to meet price goals 

with the people in charge seemingly oblivious to the effect such changes would have had on 

performance. While price-performance trade-offs are common in engineering design what 

was happening at Symbol was not a trade-off but a unilateral change in design. (Ironically 

one of the products was a laser scanner.) 

I wrote a memo describing the problems and met (separately) with both Tomo Razmilovic 

who was now the CEO and Swartz who had retired as CEO but was still chairman of the 

board and chief scientist of the company. It was clear that the top two people in the 

company were barely in speaking terms and my conversations with them were dominated 

by criticism of the other person while ignoring the specific issues I was bringing up. The 

company had become in effect leaderless and it was allowed to drift without any direction. 

After those meetings I decided to sell all the Symbol stock I owned and I recall that the 

price I received was $24/share. 

I had another problem. The way the company was going my stock options, the major 

financial incentive for joining the company, were going to be worthless. As a result, I had a 

strong incentive to be outspoken and try to raise the alarm to anyone who would be 

listening. However by April 2002 I had despaired that anything could be done so I cleaned 

my office from my personal belongings and I took my accumulated vacation and sick leave 

days. The R&D secretary suggested that I should set aside some of my sick leave because I 

may need the days but I replied “I do not think so.” I had decided to resign as soon as I 

came back from the vacation. Still I made a last ditch effort. Joe Katz had sent an e-mail 

about a meeting and I saw the usual lack of focus and I replied with some specific 

suggestions. I was quite emphatic about that and Katz did not like it. He replied by 

threatening to fire me! Clearly he was unaware of what was going on. Threatening to fire 

someone who has already cleaned up his office and taken all his vacation and sick leave 

days is not likely to be effective. It made my decision to resign a no-brainer and I did so in 

June of 2002 citing as the reason “strong disagreements with the management.” 

There were a lot of changes in management after that and the stock price fluctuated but it 

never approached the level of my stock options, so they remained worthless. A year and a 

half later the R&D department was dissolved and Joe Katz was demoted. He chose to leave 

the company. I suppose I would have been forced to leave the company anyway at that 

time so my resignation in June 2002 saved me a lot of stress. 
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DECLINE AND FALL OF SYMBOL TECHNOLOGIES  

(WITH APOLOGIES TO EDWARD GIBBON) 

Earlier I described the problems that the company had with software development and their 

difficulty to hold on good software engineers. It had become a pattern: Whoever I 

considered to be the best software person at Symbol he/she would leave the company. The 

lack of a senior executive with any competence in software (to say nothing about the lack of 

a senior experienced software manager) made software engineers feel unappreciated or 

worse. This continuing outflow did not seem to perturb the senior management. "We can 

always replace people" was their answer. They did not seem to notice that replacements 

were either of lower caliber or if they were of comparable quality they would also leave after 

a couple of years. While turnover amongst highly skilled software engineers tends to be 

higher than amongst other specialties in all companies, the turnover at Symbol was well 

above what I had observed elsewhere. It bothered me that some of the people that were 

leaving were Stony Brook alumni that I had recruited for the company. 

Because the laser scanner business was still going strong, the continuous loss of highly 

competent software engineers did not seem to have any effect on the bottom line of the 

company. However, by the late 1990s there was no room for growth in the scanner 

business and this is when the real trouble started. The obvious path to further growth went 

through the portable systems division but, thanks to the neglect of software issues, that 

division was in no shape to contribute. Some engineers also made efforts for developing an 

RFID product but they were told that RFID was never going to be competitive with barcodes 

and they should not bother with that area.  

I described my experience with the two top people of the company in the previous section. 

Razmilovic cared only for immediate results and, as it came to the light in less than year 

later, he found it easier to manipulate the sales figures than worrying about actually 

increasing the sales. The proper development of new products was quite far from his mind. 

Swartz was pre-occupied with the personal shopper and he would not accept my conclusion 

that data mining would not solve the dishonest shopper problem. 

There was another issue where I had a disagreement with Swartz and he asked another 

long term Symbol consultant for a "second opinion." He and I and two other Symbol 

engineers met in my office on June 18 2001 to discuss his conclusions. It turned they were 

the same as mine and we quickly agreed that the issue at hand was not important (which is 

why I do not describe it here) but that the company had other serious problems. With the 

exception of Swartz himself, there were no strong technologists at senior positions. Because 

Swartz continued to be pre-occupied with laser scanners, no one was looking seriously at 

other technologies that might lead to new products. We agreed that the company had at 

most three years to turn itself around. In particular, if the portable systems division was still 

not profitable the best solution would have been to sell it and for Symbol to become again a 

relatively small scanner company. We also agreed to try to convince Swartz about the 

problems the company faced. 
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Soon after that, the company's stock took a beating dropping to about $12/share as a result 

of poor quarterly results. This did not seem to cause as much as concern within the 

company as I might have expected and the aimless drifting continued. (During the 2001-

2005 period Symbol’s stock lost about half its value while stocks of competitors soared. 

NCR’s stock price doubled and UNOVA’s tripled. UNOVA was the parent company of 

Intermec, a direct competitor of Symbol.) 

This may be the right place to talk about the company's R&D division that was also my 

home organization. The division had close to 30 people and it was headed by a senior VP 

who reported directly to Swartz. It was a poorly run organization. Razmilovic wanted to 

abolish it because he thought it wasted the company resources; he called it "Jerry's 

sandbox." But Jerry Swartz himself thought that the only problem of R&D was lack of 

resources. In my opinion, the big problem with Symbol R&D was its inability to decide which 

projects to pursue and which to drop. Everybody was involved in more than one project and 

many projects had less than one full time person devoted them. I believe it is a good idea to 

allow people to devote a fraction of their time to new projects chosen on their own initiative. 

But is also a good idea that after six months or at most year each such project is evaluated 

and either dropped or more resources devoted to it. But this was rarely, if ever, done and a 

lot of projects were limping along without adequate resources and without any idea on how 

important were for the company. 

In my opinion Katz, the head of R&D, was afraid to make any decisions without the approval 

of Swartz and Swartz was too pre-occupied with other things to take a close look at the 

various R&D projects. Even if he did, his view was colored by his commitment to laser 

scanners. There was an engineer in R&D who was pushing for work in RFID. He was allowed 

to spend most of his time on this project but was given little additional support. Senior 

company executives made frequent statements that “RFID is never going to fly” and Katz 

toed that line. If I may run ahead for a moment, when the new management came on board 

in late 2002 they tried to catch up on RFID by acquiring another company, but a lot of 

valuable time had been lost in the meantime. While RFID has not fulfilled all the 

expectations, that still does not excuse Symbol’s neglect of the subject. 

Swartz liked to run a tight ship on things that interested him. This was an excellent quality 

when the company was small (a few hundred people only) and its only products were hand 

held laser scanners. Besides outstanding technology, focus, and hands-on management 

were the reasons behind Symbols initial stellar success. But the last two qualities became 

liabilities as the company grew and diversified. 

In March of 2002 Razmilovic was forced to resign from the president and CEO positions that 

he held. Apparently the board of directors had realized that something was amiss with the 

reported financial results. By that time the stock price had dropped to around $8/share and 

all kinds of ideas were proposed for turning the company around. The leading contender 

was for Symbol to become a "solutions company," providing integrated solutions to 

retailers. Given the weakness of the company in software issues I felt that this was a wrong 

direction. I tried to explain that the way to provide solutions in an economical way was to 
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create software tools that would allow quick customization of generic applications but I may 

as well have been speaking in Greek. 

In July 2002, about a month after I had left, Bill Nuti joined Symbol as president, a position 

that had been left vacant after Razmilovic had resigned. Rich Bravman took the position of 

CEO and Swartz remained as chairman of the board. Eventually Nuti instituted a complete 

change in management. By the end of December 2003 Nuti was the CEO and only two of 

the top 16 people of the company (senior VPs and up) were left in their positions. The rest 

had either left or were demoted. This story was unusual enough that it made the New York 

Times. Of the two remaining senior VPs, one left a month later and only the senior VP for 

human resources lasted till the spring of 2005 when she was also replaced. The R&D 

organization had also been dissolved in 2003 and its staff was re-assigned within 

Engineering.  

Then, in the summer of 2005 the Chief Financial Officer resigned followed by Bill Nuti and 

the company stock fell back to the level it was in the summer of 2002. The company had 

earlier announced layoffs of over 10% of its work force. The departures of the senior 

executives must have been sudden because their duties were taken by one person who for 

awhile held the titles of Interim CEO, Interim President, Chief Financial Officer, and Chief 

Administrative and Control Officer. 

It seems that while the new management fixed the most egregious faults of its 

predecessors they could not do much about the deep-seated problems of the company. 

They did hire a senior software manager but he did not last long. The failure to hire a strong 

software manager around 1990 (or a little later) had doomed the company. It takes time to 

turn an organization around and that time was not available in 2002. Thus, while a lot of 

attention was paid to the accounting problems while Razmilovic was president and later 

CEO, these were only part of the long-term problems of the company. 

We may ask why the company never took the steps needed to fix the wireless and portable 

terminal part of their business. I believe that it was basically an issue of greed and 

ignorance. The existing management did not want to "cut in" a new person in the pie. That 

the pie might become much larger after he or she joined the company did not occur to 

them. This in turn was due to their lack of knowledge of computing and what software 

development entails. If Symbol had stayed a scanner company, it would still be quite 

successful, although of smaller size. 

Most of the material of this section (as well as parts of other sections) was posted on my 

website in August 2005, soon after Nuti’s departure. As a result I received a lot of feedback 

from readers of the posting. Some pointed out that it not all was roses with the scanner 

division and that there were several failed projects there too. My personal opinion is that 

these projects did not cause any major damage to the company and one might argue that a 

certain numbers of failures are inevitable for a company that is in the forefront of 

technology. 
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Others pointed out that the accounting fraud was truly gigantic and there was other 

corruption as well, plus atrocious management in several areas. I was also asked why I 

ignored the role of various individuals. I have tried to stay away from naming specific 

people except when they were so well known and they would have been recognized even if I 

had referred to them only indirectly. I wanted to focus on the main reason for Symbol's 

problems and I did not want to digress by trying to assign individual blame outside the top 

level. Also all my work was in R&D or in new products and while I would hear stories about 

the follies of some executives, I had no firsthand knowledge of their actions. 

The end of Symbol came in September 2006 when it was acquired by Motorola. The 

purchase price was about $15/share. People have argued whether Motorola paid too little or 

too much. I side with those who think Motorola paid too much. (Four billion dollars for net 

annual revenue of about 60 million dollars.) For those of us who have had a long association 

with Symbol the takeover of Symbol by Motorola was a sad end to a troubled period that 

followed a glorious story.  
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Chapter 15 

 

MEMORABLE TRIPS 

 

 

EXTENDED HONEYMOON 

In the summer of 1966 Marion and I spent two months traveling to Western Europe, Israel, 

and Greece. We started our trip in late June, less than three months after we got married. 

We took an overnight flight from the JFK airport to Paris. It was the first time Marion had 

traveled by plane and she told me she enjoyed. She had avoided airplane travel before 

because of the traumatic connection of air flights with the loss of her brother Samuel during 

World War II. 

We enjoyed Paris for a week and then we traveled to Zurich, Innsbruck, Venice and Rome. I 

had been in Rome before, for a few days in 1955 but everything else was new for both of 

us. French food lived up to its reputation and we enjoyed having crepes for breakfast. Of 

course, we saw the museums, Notre Dame, and that basilica of Sacre Coeur. I recall being 

told that the Sacre Coeur was built as a votive after the French defeat in 1870 to help 

reclaim the lost provinces of Alsace and Lorraine. It is not so long ago that Western 

Europeans invoke the help of the deity in their territorial wars. 

In Venice we had a room overlooking a canal and I remember the early morning noise made 

by the garbage barges. We did not take a gondola ride but we did take a trip to Lido. In 

Rome we had a problem with a dripping faucet in our room and when we complained to the 

manager of the hotel “aqua drip drip” he thought we were talking about the fountains in the 

squares of the city. The little incident had stayed in our memory while we remember our 

sightseeing only vaguely. 

From Rome we flew to Tel Aviv and then traveled to Jerusalem and Haifa. This was before 

the 1967 war, so Jerusalem was divided and we could not visit the old city. Both of us recall 

a feeling of serenity when we were in Jerusalem. In Haifa we met with Rafi Sivan, a friend 

from graduate school at Berkeley who was now a professor at the Technion. He invited me 

to give a seminar there and I did. I do not recall the topic though. Rafi took us to Acre 

(Akko or Acco), the old crusader fortress. (I was saddened to read about Rafi’s passing last 

year.) 

From Israel we flew to Athens and we spent a month in Greece. Most of it was in my 

mother’s apartment in Athens but we also took trips to Aegina, Hydra, and Salonika. We 
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had plan to fly from Athens to Salonika but there was a pilot’s strike so Marion, my mother, 

and I took a cab with two other people and traveled the 250 miles to Salonika squeezed in 

our car seats. There we met with my grandmother and my uncles, aunts, and cousins. My 

uncle Thanos arranged for a company car to drive us back to Athens, a more comfortable 

ride. 

We went back to New York by boat, the steamship Olympia. We had stopovers in Messina, 

Naples, and Lisbon and that was fun. But once we reached the open Atlantic we faced rough 

weather. There was a hurricane and even though the ship went around it we felt its effect. I 

was very seasick. 

 

 

PROFESSIONAL TRIPS IN THE 1970’s 

 

In 1973 there was a conference in Taiwan related to information processing and I was 

invited to present a paper. The organizers had arranged for a cheap air fare for members of 

a Chinese civic association and I was made a member of it. When I went to check-in at the 

Los Angeles airport the clerk check the list of members and had no trouble finding my 

name, even though it was misspelled. Chinese and Greek names are probably as different 

as types of names can be and no amount of misspelling could eliminate that distinction. It 

was my first trip to East Asia and I stopped for a few days in Japan. I took a one-day 

excursion to Kyoto that I found fascinating. 

 

In the summer of 1974 I visited Scandinavia. First I attended the IFIP conference in 

Stockholm. My friend John Bruno was also attending but we spend far more time 

sightseeing than attending conference sessions. The following week I attended the ICPR 

conference in Lyngby, near Copenhagen and I took the opportunity to visit Finland in the 

intervening weekend. I took a boat trip to Helsinki and I also visited Turku. 

 

In 1975 I took part in a Dahlem Workshop on “The Molecular Basis of Circadian Rhythms.” 

The conference took place in West Berlin and it was part of series that meant to contribute 

to the intellectual life of the besieged city. The conference was run by a charming and very 

energetic lady, Silke Bernhardt. I contacted her later and proposed that we organize a 

Dahlem Workshop on “Biomedical Pattern Recognition and Image Processing.” She agreed 

and I was appointed chair of the program advisory committee. The other members of the 

committee were K. S. Fu, S. J. Pöppl, K. Preston, Judith Prewitt, B. Schneider, and G. 

Zajicek. 

 

The organizing committee met in Jerusalem in May 1978 to set up the workshop program. I 

found it interesting that the location of this meeting was another city under threat. We 

stayed and held our meetings in the American Colony Hotel that used to be a pasha’s 

palace. It was run by Christian Arabs and it was only a short walk from the Damascus gate 

in the old city walls. Obviously, I did a lot of sightseeing in the old city in addition to my 

conference related work. There was only one annoyance, every night around 3am there was 
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a call to prayer (Azan) from a nearby minaret that woke up not only the faithful, but the 

infidels as well. 

 

However, the Azan turned out to be useful. On my last night there I had asked the front 

desk to wake me up at 4am so I could catch a flight from Tel-Aviv to Athens. Around 3am I 

was awaken by the Azan and decided not go back to sleep but to have an early start and did 

not go back to sleep. It was a good decision because the wakeup call never came. When I 

was checking out I mentioned that to the front desk and they said “Oh, we are so sorry, we 

forgot.” The moral of the story is that when in Rome do as the Romans do. 

 

From Tel Aviv I flew to Athens where I spent about a week visiting my mother and my aunt 

Kathy. I also gave a talk in my alma mater, the Polytechnic University. My host there was 

Professor Manolis Protonotarios. I said more about that trip in Chapter 4. 

 

The workshop itself took place in May of 1979 in West Berlin. King-sun Fu and I were 

editors of the Proceedings. One day I took a guided tour of East Berlin. (It may have been in 

my earlier trip to Berlin, in 1975.) I found East Berlin the grimmer city I have ever 

encountered. It did not help that we were confined in the tour bus and we were let out only 

in a park with no locals around. 

 

I also attended a conference in Hungary around 1975. I enjoyed sightseeing Budapest and I 

recall that the place was freer than I had expected. The 1956 revolution had not been 

entirely in vain. 

 

 

TRIP TO CHINA 

 

In my last year at Princeton (1978-79) I had hosted in my Lab two visiting scholars from 

China. I believe there were among the first group of scholars allowed to go abroad after 

Deng Xiaoping had launched the “Beijing Spring” in 1977. One of the visitors was professor 

Wu Li-de from the department of Computer Science of Fudan University in Shanghai. He 

was a very smart and capable man and we got along very well. A few years after he 

returned to China, he arranged for me to be invited to lecture on Pattern Recognition for 

three weeks at Fudan University and for two weeks at Tsinghua University in Beijing. 

I made the trip in the fall of 1985. I used my vacation time for the trip but it was not 

enough to cover the full five weeks. Bell Labs agreed to have part of my trip on company 

time provided that I would write a report for AT&T on business opportunities in China. I took 

the trip during October and early November and it was truly a remarkable experience. 

At that time China was awakening from nearly half a century of darkness. It started with the 

Japanese invasion of the mid 1930’s that was followed by a revolution and the political 

oppression of the so-called Cultural Revolution. During those years there had been very 

little construction and in Shanghai I felt like I was in a time capsule of the 1930’s with all 
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the Art Deco architecture. But now construction was starting and I could see several 

construction sites although none of the new buildings had been completed. 

Most people were still dressed in “Mao” tunics but now and then you could see someone in 

modern attire. Most of the side streets and the small stores reminded me of what I had 

seen in Greek villages in the 1950’s. In Beijing the University buildings were quite cold and 

everyone attended the lectures in their overcoats. This was because heat could not be 

turned on before November 15. 

The people were very friendly and I was often approached by people who wanted to 

“practice their English.” This way I heard a lot of the horror stories of the Cultural 

Revolution. I also remember visiting a bookstore in Shanghai that specialized in foreign 

books. It had just opened and one of the managers, an older man, told me that it was hard 

to find younger people to work at the store because for many decades the study of foreign 

languages had been banned. 

I remember the trip from the Shanghai airport to the city where the car I was riding had to 

share the road with carts pulled by donkeys (I think) or with tractors. That image came to 

my mind recently when I read that the Shanghai airport was connected to the city by a 

magnetic levitation train.   

When I returned I gave a talk at the Center about my trip with slides that was very well 

received. I also recall meeting with the AT&T’s business unit for Far East Asia that was a 

headed by a person of Greek descent. I am not sure if that appointment reflected AT&T’s 

management’s knowledge of geography. 

 

 

PROFESSIONAL TRIPS IN THE 1990’s 

Japan 

During one of the 1978 IJCPR I had met Shunji Mori, a prominent Japanese researcher in 

OCR and we became friends. We were the same age and, most important, we shared a 

similar research philosophy. He introduced me to several other Japanese researchers and 

that started a long scholarly relationship. Together we co-edited a special issue of the IEEE 

Proceedings on Optical Character Recognition that came out in July 1992. 

In January 1992 I was invited to take part in a conference in Tokyo organized by the 

Japanese Postal Service. Marion came with me. It was her first trip to Japan although it was 

the fourth for me. (I had one long visit on the occasion of IJCPR in Kyoto in 1978 and also 

brief visits in connection with my trip to Taiwan in 1973 and to China in 1985.) 

I gave a talk titled “Recognition of Printed Text under Realistic Conditions” [1993:2]. We 

stayed in a hotel in the Ginza district and Marion and I did a lot of sightseeing but the only 
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things I remember is when a snapshot can trigger my memory. I have included some in 

People and Places. 

There were two more trips to Japan, both related to the Second International Conference on 

Document Analysis and Recognition (ICDAR) that took place in Tsukuba in October 1993. I 

had been appointed program chair for the Conference and I went to Tsukuba in March 1993 

to work with other committee members on the selection of papers to be presented. My 

Japanese colleagues arranged for me to be appointed a temporary civil servant so that I 

could be reimbursed for my expenses. 

I remember Tsukuba very vividly because it was quite different from other Japanese cities. 

It had been designed as a science city and in certain ways it resembled an American city. 

The organizing meetings took place in Government Research Organization (ETL) buildings. 

Japanese takes off their shoes when they are indoors, including the office, so I bought a pair 

of slippers that I would put during my working hours and while dressed in suit with a tie. I 

have kept the slippers as a souvenir. 

During the time of my visit there was a Postal Conference where I was invited to give the 

keynote address. I spoke on "How to bring Computer Recognition to the Level of Human 

Recognition" [1993:4]. Both this talk and the earlier one in 1992 focused on the goal of 

building reading machines that would try to match human performance in the real world as 

opposed to reading machines that would function well only in laboratory conditions. 

I returned to Tsukuba in October 1993 and this time Marion came with me. After the ICDAR 

we visited a new Japanese University at Aizu. Mori had retired from ETL and held a senior 

academic position at that University. He invited Jean-Claude Simon and me to give talks at 

his new institution.  

It was a remarkable experience because Aizu is a unique city. It was the last stronghold of 

the followers of the shogun during the Meizi restoration of the 19th century and also the site 

of a “Samurai University” where young men were taught not only the martial arts but also 

medicine and literature. As a result it was blacklisted by the new Japanese government and 

deprived of any state investments, in particular in higher education. The last thing the new 

regime would want to see was a revival of the Samurai University. 

Finally, more than a century later, the Tokyo authorities relented and this led to the 

establishment of the new University. The town was quite picturesque and Marion and I 

enjoyed sightseeing. One evening our hosts took us to a traditional Aizu restaurant. One 

specialty on the menu was horse meat sashimi that was recommended only for men. There 

was a listing of an alternative for women but I forget what it was. The samurai were really 

tough guys! 

Europe and Greece 

The 1992 ICPR was in The Hague and Marion joined me for the trip. Before going to the 

Netherlands we spent a week in Greece where we visited with my brother and his family 

and took a trip to the island of Patmos where he had a house. In the Netherlands we did a 

lot of sightseeing at Amsterdam. We had a good time, but when we returned we found that 
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our dog Princess had died while she was in the kennel. We had a second dog Lucy that 

Karen had brought home a few years earlier and we hope that Lucy’s company made the 

last days of Princess easier. 

The 1996 ICPR was in Vienna and, again, Marion joined me for the trip. During our 

sightseeing we came across an area that was popular with Greek merchants as far back as 

the 17th century. It was the closest major European city to the Ottoman lands and that 

explains the Greek settlement. 

 

 

OUR TRIP TO TURKEY 

The most memorable trip of the last ten years was the one to Turkey in September 11-24, 

2008. It was pure tourism without the interference of conferences that used to be our main 

excuse for travel. The main purpose of the trip was to visit places associated with my 

father's family, mainly in Cappadocia but also in Istanbul. Of course we included tourism 

and, in response to invitations, academic visits with Turkish University professors who were 

also from the same area as my father's family. We opted for a private guided tour that 

combined the freedom of being on your own with the amenities of a group tour, not having 

to worry about hotels, transportation, where to find the sites, etc. We chose the 

company Heritage Tours at the recommendation of a friend and we were very happy with 

the experience, well worth the extra cost. We had a charming lady as our guide and they 

took great care of us in Istanbul and Cappadocia. In Ankara we were guests of Bilkent 

University and we enjoyed the hospitality of its faculty and students. 

Itinerary 

Marion and I spent a week in Istanbul where we tried to locate my paternal grandfather’s 

work place. We had an address from the back cover of the book, Astarci Han No. 29 and 31 

in the Grand Bazaar. (The book’s front cover is shown in Figure 3*.) However, the building 

no longer exists - it was torn down and rebuild in 1948 and there are no numbers 29 and 

31. The whole ground floor is now the Kardeşler Restaurant and Café (No. 23). The owner 

of the restaurant was very gracious and treated us to tea, while expressing interest in our 

story. We were also told that that part of the bazaar was the place of dealers in precious 

metals (sarafs) and that confirmed the vocation of my grandfather. 

We visited all the well known tourist sites such as the church of Aya Sofia and the Topkapi 

palace and some not so well known such as the underground cistern in the old town. We 

spent time in the district of Beyoglou (the old Peran) and enjoyed the views of Bosporus. I 

also gave a talk at the Bosporus University (the old Roberts College) on “Why Artificial 

Intelligence is so Hard.” 

                                       
* All numbered figures are in the “Illustrations of the Narrative” part. 
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At the end of the week we were joined by my brother Kostis, his wife Aliki, and the Laios, a 

couple who were their friends in Athens. We flew to Kayseri, the major city in Cappadocia 

and then travelled by car to Germir, my paternal grandmother’s hometown and Tavlasun, 

my paternal grandfather’s hometown. Germir was the bigger city of the two and the old 

Christian section is still inhabited. However the big Greek church has been damaged and it 

stands empty. In Tavlasun the old Christian section has been destroyed and is uninhabited. 

We also spent considerable time visiting the famous underground cities of the area. Our 

hotel was also dug in the rock and we got some of the feeling of what it meant to live in 

such a city. 

At the tour Marion and I traveled by car to Ankara where we stayed at the guest house of 

Bilkent University. Our host there was Professor Enis Cetin and we enjoyed meeting his 

family. We also met with Professor Fatos Yarman-Vural who has a very senior position at 

the Middle East Technical University. She had studied for her Ph. D. at Princeton and had 

taken a class I used to teach, so it was nice to see her after all these years. 

I gave two talks: on “Why Artificial Intelligence is so Hard” at Bilkent University and on the 

box dimensioning problem (described in Chapter 13) at the Middle East Technical University. 

General Impressions 

In most ways Turkey is like Greece and Southern Italy, which is not surprising in view of the 

common history of these lands. (All three were part of the Roman Empire for over 1200 

years with Greece and Turkey part of the Ottoman Empire for an additional 500 years.) 

People are friendly, warm, and emotional. Family ties are strong. On the other hand things 

do not run as smoothly as in North-Western Europe or the United States. Also people (in all 

three lands) tend to take authorities with a grain of salt. Cars do not stop at the stop signs 

(the familiar red hexagon with the word DUR that means STOP in Turkish). They only slow 

down, exactly as in Greece. Of course each country has its own character but the similarities 

are far more striking than their differences, especially for a visitor from North America.  

All the people I spoke to agreed that the wars between Greece and Turkey were a great 

tragedy for both countries. While there are nationalist elements on both sides, there are 

also a lot of joint business ventures as well as joint University research projects. For 

example there is joint project on using computer vision to detect forest fires between 

Bilkent University and the University of Thessaloniki. The project is headed by Professor Enis 

Cetin and it is an excellent example of Applied Machine Vision. 

Turkey has good roads and good transportation facilities. Turkish Airlines is excellent and 

we enjoyed the two flights we took with them. They certainly treat passengers better than 

U.S. airlines do. In central Anatolia we noticed that the highway pavement was rough but 

my brother (a civil engineer) pointed out that this helps driving when the roads ice. There 

was a lot of new construction, both of blocks of apartment houses and of transportation 

infrastructure. 

Turkey is a Muslim country, but people are very diverse in their observance of Islam, no 

different from Christians or Jews in the rest of the world. I talked to people who are quite 
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concerned about fundamentalism while they are also quite definite about their Muslim 

identity. Of course these attitudes were not surprising to me, given what I had heard from 

my parents and what I had read in books such as Pamuk's Snow, Burema and 

Margalit's Occidentalism, and Zakaria's Post-American World. But seeing them first hand 

had a special impact. 

An interesting phenomenon in Greece is that people who claim to be religious find excuses 

to ignore certain strictures of the church. I was amused to find exactly the same attitude in 

Turkey. Thus most Turks drink alcohol (even though Muslims are not supposed to) and 

justify that by saying "we drink raki (ouzo), the Prophet only forbids wine". In these parts of 

the world religion takes a human face, in sharp contrast with the dourness of certain forms 

of Protestantism in the West and the strict fundamentalist Islam in some of the Arab 

countries. 

Most women we saw in Istanbul and Ankara and the University campuses were fashionably 

dressed, no different than women in American cities and campuses. Headscarves were more 

common in Kayseri and the villages as well as around certain tourist sites in Istanbul 

(because of Arab tourists). But there is a range of attire even for those who wear 

headscarves. At one end were women who had their hair completely wrapped in a white 

headscarf and wore a gray coat. These were clearly religious but they stood out no more 

than Hasidic Jews or Greek Orthodox priests (with their black robes and long beards). At the 

other end were women who wore a small headscarf with jeans or other colorful attire, 

clearly paying a lot of attention to their appearance. Village women wore headscarves but 

also colorful dresses, attire similar to that of Greek village women. I also saw in more than 

one occasion couples holding hands with the woman wearing a headscarf. 

The three Universities that I visited (Bilkent and Middle East Technical University in Ankara 

and Boğazici in Istanbul) seem quite modern with excellent facilities, certainly comparable 

to those of American Universities. (Later I was told that those three were amongst the best 

five Turkish Universities.) In some places all the instruction is in English and elsewhere most 

faculty and graduate students seem fluent in English. There were lively discussions after 

each of my three talks, especially at Bilkent. 

One remarkable phenomenon is that I saw more women professors in engineering that in 

most American schools. We discussed that and I was given the answer that girls in Turkey 

are encouraged to study rather than to date. It seems that a certain amount of social 

conservatism is good for the professional advancement of women. 
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Appendix A 

 

SOME OF MY PUBLICATIONS 

 

 

BOOKS  

• T. Pavlidis, Biological Oscillators: Their Mathematical Analysis, Academic Press, New 
York, 1973, (224 pp). 
 

• T. Pavlidis, Structural Pattern Recognition, Springer-Verlag, Berlin-Heidelberg-New York, 
1977, (302 pp). (Second printing: 1980.) 
  

• T. Pavlidis, Algorithms for Graphics and Image Processing, Computer Science Press, 
Rockville, Maryland, 1982, (416 pp). 
 

• T. Pavlidis Interactive Computer Graphics in X, PWS Publishing Company, Boston, 1996 
(555 pp). 
 

• T. Pavlidis Fundamentals of X Programming, Kluwer Academic/Plenum Publishing, April 
1999 (374 pp)  

SELECTED PATENTS 

I have been granted 15 patents, all but two of them in connection with my work with 
Symbol Technologies. I list below only those that I reference in this memoir. 

1994:A T. Pavlidis and J. Zhou “Page Segmentation with Tilt Compensation,” 
U.S. Patent 5,285,504, Feb. 8, 1994. 
  

 

1994:B T. Pavlidis, Y. P. Wang, and J. Swartz “High Density Two-Dimensional 
Bar Code Symbol,” U.S. Patent 5,304,786, April 19, 1994. 
  

 

1994:C E. B. Joseph and T. Pavlidis “Analog Waveform Decoder utilizing 
Histogram of Edge Sizes,” U.S. Patent 5,311,001, May 10, 1994. 
 

 

1995:A T. Pavlidis, Y. P. Wang, and J. Swartz “Systems Utilizing a High 
Density Two Dimensional Bar Code Symbol,” U.S. Patent 5,399,846, 
March 21, 1995.  
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1996:A E. B. Joseph and T. Pavlidis “Analog Waveform Decoder using Peak 
Locations,” U.S. Patent 5,504,318, Apr. 2, 1996. 
 

 

1996:B T. Pavlidis, Y. P. Wang, and J. Swartz “High Density Two Dimensional 
Bar Code Symbology” U.S. Patent 5,504,322, April 2, 1996. 
  

 

1996:C T. Pavlidis “Segmenting a page of a document into areas which are 
text and which are halftone” U.S. Patent 5,566,255, Oct. 15, 1996. 
 

 

2006:A T. Pavlidis, E. Joseph, D. He, E. Hatton, and K. Lu "Measurement of 
dimensions of solid objects from two-dimensional image(s)" U. S. 
Patent 6,995,762, February 7, 2006. 
 

 

 

 

SELECTED PAPERS 

I have published about 200 papers in journals, conferences, and book chapters. I do not 

know the exact number because I have not kept track of many of the conference papers. 

The list below includes only papers that fall in one of two (possibly overlapping) categories: 

(1) I mention the paper in the memoirs; (2) It had over 100 citations according to Google 

Scholar as of August 2011. 

1963:1 E. I. Jury and T. Pavlidis, “Aperiodicity Criteria for Linear Discrete Systems,” IRE 
Trans. on Circuit Theory, CT-9 (1963), pp. 431-433. 

 
1965:1 T. Pavlidis, “A New Model for Simple Neural Nets and Its Application in the 

Design of a Neural Oscillator,” Bulletin of Mathematical Biophysics, 27 (1965), 
pp. 215-229. 
 

1968:1  W. F. Zimmerman and C. S. Pittendrigh and T. Pavlidis, “Temperature 
Compensation of the Driving Oscillation in Drosophila Pseudoobscura and its 
Entrainment by Temperature Cycles,” Journal of Insect Physiology, 14 (1968), 
pp. 669-684.  

1968:2  T. Pavlidis, “Studies on Biological Clocks,” Some Mathematical Problems in 
Biology, (W. Gerstenhaber, editor), American Math. Society, Providence, Rhode 
Island, (1968), pp. 88-112. 

1968:3  T. Pavlidis, “Computer Recognition of Figures through Decomposition,” 
Information and Control, 12 (1968), pp. 526-537. 

1969:1  T. Pavlidis, “Populations of Interacting Oscillators and Circadian Rhythms,” 
Journal of Theoretical Biology, 22 (1969), pp. 418-426. 
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1971:1  J. P. Mylopoulos and T. Pavlidis, “On the Topological Properties of Quantized 

Spaces: I. The Notion of Dimension,” Journal of the ACM, 18 (1971), pp. 239-
246. 

1971:2  J. P. Mylopoulos and T. Pavlidis, “On the Topological Properties of Quantized 
Spaces: II. Connectivity and Order of Connectivity,” Journal of the ACM, 18 
(1971), pp. 247-254. 

1972:1  T. Pavlidis, “Structural Pattern Recognition: Primitives and Juxtaposition 
Relations,” Frontiers of Pattern Recognition, (M. S. Watanabe, ed.) Academic 
Press (1972), pp. 421-451. 

1972:2  T. Pavlidis, “Linear and Context-Free Graph Grammars,” Journal of ACM, 19 
(1972), pp. 11-22. 

  
1972:3  G. S. Fang and T. Pavlidis, “Signal Classification through Quasi-Singular 

Detection with Applications in Mechanical Fault Diagnosis,” IEEE Trans. on 
Information Theory, IT-18 (1972), pp. 631-636. 

1973:1  T. Pavlidis, “Waveform Segmentation through Functional Approximation,” IEEE 
Trans. on Computers, C-22 (1973), pp. 689-697. 

1974:1  T. Pavlidis and S. L. Horowitz, “Segmentation of Plane Curves,” IEEE Trans. on 
Computers, C-23 (1974), pp. 860-870. 

1974:2 S.L. Horowitz and T. Pavlidis "Picture Segmentation by a Directed Split and 
Merge Procedure" Proc. ICPR, 1974, Denmark, pp.424-433. 
 

1975:1 H. Y. Feng and T. Pavlidis, “Decomposition of Polygons into Simpler 
Components: Feature Generation for Syntactic Pattern Recognition,” IEEE Trans. 
on Computers, C-24 (1975), pp. 636-650.  
 

1975:2 S Tanimoto and T. Pavlidis, “A Hierarchal Data Structure for Picture Processing,” 
Computer Graphics and Image Processing, 4 (1975), pp. 104-113. 
 

1975:3  T. Pavlidis and F. Ali, “Computer Recognition of Handwritten Numerals by 
Polygonal Approximations,” IEEE Trans. Systems, Man, Cybernetics, SMC-5 
(1975), pp. 610-614.  

1976:1  S. L. Horowitz and T. Pavlidis, “Picture Segmentation by a Tree Traversal 
Algorithm,” Journal of the ACM, 23 (1976), pp. 368-388. 

1976:2 J. F. Aldridge and T. Pavlidis, “Clocklike Behavior of Biological Clocks,” Nature, 
259 (1976), pp. 343-344. 
 

1977:1 L. P. Chang and T. Pavlidis, “Fuzzy Decision Tree Algorithms,” IEEE Trans. 
Systems, Man, Cybernetics, SMC-7 (1977), pp. 28-35.  
 

1978:1 T. Pavlidis and K. Steiglitz, “The Automatic Counting of Asbestos Fibers in Air 
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Samples,” IEEE Trans. on Computers, C-27 (1978), pp.258-261. 
 

1978:2 T. Pavlidis, “A Review of Algorithms for Shape Analysis,” Computer Graphics and 
Image Processing, 7 (1978), pp.243-258. 
 

1979:1 T. Pavlidis and F. Ali, “A Hierarchical Syntactic Shape Analyzer,” IEEE Trans. 
Pattern Analysis and Machine Intelligence, PAMI-1 (1979), pp.2-9. 
 

1979:2 P. C. Chen and T. Pavlidis, “Segmentation by Texture using a Co-occurrence 
Matrix and a Split-and-Merge Algorithm,” Computer Graphics and Image 
Processing, 10 (1979), pp.172-182. 
 

1979:3 T. Pavlidis and D. J. Sakrison, "Applications of a Simple Statistical Model for 
Curves," Proc. IEEE Conf. on Pattern Recognition and Image Processing, 
Chicago, Aug. 6-8, 1979, pp. 599-603.  
 

1980:1 T. Pavlidis, “Algorithms for Shape Analysis of Contours and Waveforms,” IEEE 
Trans. Pattern Analysis and Machine Intelligence, PAMI-2 (1980), pp. 301-312. 
 

1980:2 T. Pavlidis, “A Thinning Algorithm for Discrete Binary Images,” Computer 
Graphics and Image Processing 13 (1980), pp. 142-157. 
 

1981:1 C. M. Bjorklund and T. Pavlidis, “Global Shape Analysis by K-Syntactic 
Similarity,” IEEE Trans. Pattern Analysis and Machine Intelligence, PAMI-3 
(1981), pp. 144-155. 
 

1981:2 T. Pavlidis, “Contour Filling in Raster Graphics,” Proc. ACM-SIGGRAPH, Dallas, 
Aug. 5-7, 1981, pp. 29-36. 
  

1983:1 P. C. Chen and T. Pavlidis “Segmentation by Texture Using Correlation,” IEEE 
Trans. Pattern Analysis and Machine Intelligence, PAMI-5 (1983), pp. 64-69. 
 

1983:2 T. Pavlidis “Curve Fitting with Conic Splines,” ACM Trans. on Graphics, 2, 
(1983), pp. 1-31.  
 

1984:1 T. Pavlidis PED User's Manual, Bell Labs Computer Science Technical Report 110, 
1984. 
 

1985:1 W. E. L. Grimson and T. Pavlidis “Discontinuity Detection for Visual Surface 
Reconstruction,” Computer Vision, Graphics, and Image Processing 30. (1985), 
pp. 316-330.  
 

1985:2 G. Wolberg and T. Pavlidis “Restoration of Binary Images Using Stochastic 
Relaxation with Annealing” Pattern Recognition Letters, 3. (1985), pp. 375-388.  
 

1985:3 T. Pavlidis and C. J. Van Wyk “An Automatic Beautifier for Drawings and 
Illustrations,” Proceedings of SIGGRAPH'85, San Francisco, July 22-26, 1985, pp. 
225-234.  
 

1985:4 T. Pavlidis “A Vectorizer and Feature Extractor for Document Recognition” 
Computer Vision, Graphics, and Image Processing, 35. (1986), pp. 111-127. 
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1986:1 T. Pavlidis and G. Wolberg “An Algorithm for the Segmentation of Bilevel 

Images,” Proc. IEEE Computer Vision and Pattern Recognition Conference, Miami 
Beach, June 22-26, 1986, pp. 570-575. 
 

1986:2 Section 9.1 in The Unix Time-Sharing System - Programmer's Manual, Ninth 
Edition, vol. 1, September 1986.  
 

1987:1 T. Pavlidis “Pattern Recognition,” Encyclopedia of Physical Science and 
Technology, 10, pp. 210-225, Academic Press, 1987.  
 

1987:2 S. Kahan, T. Pavlidis, and H. S. Baird, “On the Recognition of Printed Characters 
of Any Font And Size”, IEEE Trans. on Pattern Analysis and Machine Intelligence, 
PAMI-9 (1987), pp. 274-288. 
 

1988:1 T. Pavlidis “Image Analysis,” Ann. Rev. of Computer Science, (J. F. Traub, ed.), 
3 (1988), pp.121-146.  
 

1988:2 D. Lee and T. Pavlidis “One-Dimensional Regularization with Discontinuities,” 
IEEE Trans. on Pattern Analysis and Machine Intelligence, PAMI-10 (1988), 
pp.822-829. 
  

1990:1 T. Pavlidis and Y-T. Liow “Integrating Region Growing and Edge Detection,” IEEE 
Trans. on Pattern Analysis and Machine Intelligence, PAMI-12 (1990), pp. 225-
233. 
 

1990:2 Y. T. Liow and T. Pavlidis “Use of Shadows for Extracting Buildings in Aerial 
Images,” Computer Vision, Graphics, and Image Processing, 49. (1990), pp. 
242-277.  
 

1990:3 T. Pavlidis, J. Swartz, and Y. P. Wang “Fundamentals of Bar-Code Information 
Theory,” IEEE Computer Magazine, 23. (April 1990), pp. 74-86.  
 

1990:4 Y. P. Wang and T. Pavlidis ``Optimal Correspondence of String 
Subsequences,'' IEEE Trans. on Pattern Analysis and Machine 
Intelligence, PAMI-12 (1990), pp. 1080-1087. 
 

1992:1 L. Scarlatos and T. Pavlidis “Hierarchical Triangulation using Cartographic 
Coherence,” CVGIP: Graphical Models and Image Processing, 54 (March 1992), 
pp. 147-161.  
 

1992:2 T. Pavlidis “Why Progress in Machine Vision is so Slow,” Pattern Recognition 
Letters, 13 (April 1992), pp. 221-225. 
 

1992:3 T. Pavlidis, J. Swartz, and Y. P. Wang “Information Encoding with Two-
Dimensional Bar-Codes,” IEEE Computer Magazine, 25 (June 1992), pp. 18-28. 
 

1992:4 T. Pavlidis and J. Zhou “Page Segmentation and Classification,” CVGIP: Graphical 
Models and Image Processing, 54 (Nov. 1992), pp. 484-496. 
 

1992:5 T. Saitoh and T. Pavlidis “Page Segmentation without Rectangle Assumption,” 
Proc. 11th ICPR The Hague, Netherlands, Aug. 31-Sept.3, 1992, 2, pp. 277-280.  
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1993:1 E. Joseph and T. Pavlidis “Deblurring of Bilevel Waveforms,” IEEE Trans. on 

Image processing 2 (April 1993), pp. 223-235.  
 

1993:2 T. Pavlidis “Recognition of Printed Text under Realistic Conditions,” Pattern 
Recognition Letters, 14 (April 1993), pp. 317-326. (Special issue on Postal 
Processing and Character Recognition, edited by H. Tominoga.) 
 

1993:3 L. Wang and T. Pavlidis “Direct Gray Scale Extraction of Features for Character 
Recognition” IEEE Trans. on Pattern Analysis and Machine Intelligence, 15 (Oct. 
1993), pp. 1053-1067.  
 

1993:4 T. Pavlidis "How to bring Computer Recognition to the Level of Human 
Recognition" Proc. IPTP Symposium on Handwritten Character Recognition -Past, 
Present, Future -, Tokyo, Japan, April 2, 1993, pp. 1-6 (Keynote address).  
 

1993:5 L. Wang and T. Pavlidis ``Detection of Curved and Straight Segments from Gray 
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ABSTRACT AND 

JUSTIFICATION FOR APPLYING UNDER THE SGER PROGRAM 

 

Machine Vision (and Artificial Intelligence in general) has not lived up to the early 

expectations of researchers and the public. The general explanation is "the problems turned 

out to be much harder than we thought" but this statement does not provide any 

constructive guidance for the future. Clearly machine vision can be helped by context 

(humans use it a lot and practical systems that take advantage of it work well) but that 

requires knowing the context in advance, something that is often impractical. 

 

I propose to conduct research on context inference starting with a limited domain 

(identifying the type of a drawing). To the best of my knowledge there have been no 

publications in this topic in the technical literature and for this reason I submit the proposal 

through the SGER program. I plan to investigate methods that will identify the type of an 

image (in the initial limited domain whether is a geographical map, or a wiring diagram, etc) 

and then provide a top down strategy for further analysis. 

 

OVERVIEW OF THE PROBLEM 

 

It is well known that humans use context in interpreting a visual scene and this observation 

has been the basis of knowledge driven or top-down vision. However it is not always 
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possible to provide the context in advance. Humans can infer context from visual clues and 

use it to interpret the rest of the scene starting in effect with a bottom-up approach and 

eventually switching to top-down. The purpose of the proposed research is to investigate 

the problem of context inference in machine vision. 

 

I propose that we distinguish a pre-attentive step that is bottom up and a post-attentive 

step that is top-down. The first step attempts only partial recognition, enough to allow 

identification of the structure of a model for the scene. This is different from what is 

commonly referred as learning in machine vision or pattern recognition where the model 

structure is given and the learning process is used to determine parameters. 

 

The closest past related research has been in the area of document processing and in bar 

code acquisition. A copying machine uses different methods to enhance areas that are text 

(high contrast is desirable) from areas that are halftones (high contrast is undesirable). 

Therefore methods have been developed that partition a page into text and images. Further 

refinement of this methodology can be found in the literature of page segmentation where a 

page is not only partitioned into text and images, but also into columns, titles, etc. In the 

case of two-dimensional CCD bar code readers a first step processes the image to identify 

the location of the bar code and a second step to actually decode the bar code. 

 

In both of these cases the initial step relies on gross statistics of the pictorial data, doing in 

effect texture classification. In the practical applications mentioned above speed is 

important, thus a key issue is what fraction of the data should be used. A data reduction 

can be achieved either by sub-sampling (coarser resolution) or by examining only certain 

areas of the image. Such a consideration should be part of any research in this area but it is 

only part of the problem. 

 

A problem where context inference seems to be easy for humans is drawing classification, 

specifically: Given a drawing classify it as: a geographical map, architectural plan, 

mechanical drawing, electrical diagram, or line art work. More categories as well as 

subcategories are possible. Most texture measures are useless for this problem since all 

kinds of diagrams share the same first and second order statistics. Therefore one must 

recognize higher level structures and do so in relatively short time. Because high resolution 

detail seems important the initial step must use only selected areas for processing. 

 

More general problems are the classification of a scene as one containing particular types of 

objects, for example human faces, buildings, etc. The solution to this problem requires the 

establishment of a hierarchy of classes and a relative simple characterization of each class. 

Such topics go well beyond what can be investigated in a year's research, so I propose to 

focus on the drawing classification problem. 

 

Drawing classification is a relatively confined problem because all images are bilevel (or at 

most with a few colors), two-dimensional, and all produced according to well defined rules. 

These factors make the low level vision problems relatively easy. On the other hand 

individual members of each class exhibit large variations, therefore classification is 
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challenging. In addition, once classification is made a top down (model driven) analysis 

could be used. 

 

A second reason for focusing on drawing classification is its relation to other projects of the 

Principal Investigator. One of them is funded by Symbol Technologies (about $100K per 

year) and one of its objectives is fast bar code acquisition. Another funded by Bell Atlantic 

(about $55K per year) deals with developing a tool for verifying and editing electronic forms 

of drawings that have been by scanning original paper drawings. Finally, the Principal 

Investigator is a consultant to Ricoh, Ltd of Japan on issues related with digital copiers. 

While drawing classification is not part of any of these projects (usually the drawing type is 

known in advance), it shares some of the algorithmic infrastructure with them, and thus 

development of a classification scheme need not be implemented from scratch. 

 

The key to the success of context inference (both for the special problem of drawings and in 

general) is the establishment of a hierarchy of contexts, otherwise the classification problem 

will be intractable. For example, in the drawing case we may first attempt to decide whether 

the image contains mostly straight lines rather than curves, whether it has significant solid 

areas, and so forth. It is quite possible that the bottom-up/top-down sequence may be 

repeated. For this reason it will be necessary to create appropriate control structures. 

 

RESEARCH PLAN 

 

Pattern recognition research uses the term feature to denote a measurement on an image 

that is used by subsequent classification. Usually there is no distinction between features 

obtained by local measurements from those obtained globally. Nor there is distinction 

between features that are measured directly from the image from those that are computed 

from other features. We shall use the term property to describe information that is global to 

the image and distinguish among different levels of properties. Low level properties are 

mostly first and second order brightness statistics. Middle level properties are those that 

have to do with statistics of pixel aggregates, typically sequences of pixels of small width 

(curves). 

 

The context inference process will be based on finding properties of images. Low level 

properties have been explored already in the drawing domain, so our focus will be on middle 

level properties. The following is an example of a set of properties and will be starting point 

of the research. 

 

Straight lines an important special case and their prominence as well their predominant 

orientations seem a useful hint on the nature of the image. At this stage we do not have to 

find all straight lines in a drawing, only those that can be identified with high confidence. We 

plan to construct three histograms from them. One will be of their angular distribution (Ha), 

a second of their spacing among those nearly parallel (Hs) and with overlapping projections, 

and a third of collinearity amongst those that are nearly parallel (He). Lines from a grid or 

dimensions in a mechanical or architectural drawing will have a strong bimodality in Ha. The 

same will be true for many electrical diagrams. This appears to be a large group (virtually 

any man-made technical drawing). Histogram Hs, will be quite different though for each 



 

subclass. Grids and dimension

diagrams the spacing will be quite small.

irregular than in grids and the spacing in

architectural drawings. 

 

I emphasize that we will not attempt to classify a given input image into one of the final

categories right away. Instead we will a

be orthogonal line dominance, high dimensional line content, etc.

 

A property will have to be confirmed by a top down approach. For example, dimensional 

lines are usually ended with arrows and there is a numerical label near them. Detecting 

arrows bottom up is a difficult problem, 

attempt to recognize the numer

 

The presence of a property has implications on the category of the image. Thus both

mechanical and architectural dr

while electrical circuit diagrams do not. It will be necessary to create a data base connecting 

properties to classes of images. This task appears rather modest for the case of drawings 

(five to six categories and even

image analysis. The key to its feasibil

small. Categories need not always

provide top models for the next stage of

inference.' 

 

In order to demonstrate the usefulness of the approach we propose to pursue in at least 

some cases further recognition. This will be an attem

transistors in an electronic circuit, symbols for windows or doors in an architectural drawing, 

etc. The top down approach to

has challenged bottom up approaches. If

the top down approach requires

to identify the symbol. Since the

process is much easier than the general

 

 

 

 

The following is an illustration of the process. Let the symbol to be matched b

with its diagonals drawn (left side of Figure 

thinning, the crossing of the diagonals will 
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subclass. Grids and dimension lines will have very sparse spacing while for electrical 

diagrams the spacing will be quite small. The spacing of dimensions is going to be far more 

irregular than in grids and the spacing in mechanical drawings, more irregular than in 

I emphasize that we will not attempt to classify a given input image into one of the final

nstead we will attribute properties to images. Such properties may 

ce, high dimensional line content, etc. 

A property will have to be confirmed by a top down approach. For example, dimensional 

usually ended with arrows and there is a numerical label near them. Detecting 

is a difficult problem, but top-down is a different story. Also we will not 

numerals in a string, only that there is such a string nearby.

The presence of a property has implications on the category of the image. Thus both

drawings have the "high dimensional line content" property, 

while electrical circuit diagrams do not. It will be necessary to create a data base connecting 

ages. This task appears rather modest for the case of drawings 

categories and even fewer properties) but it may appear formidable for general 

alysis. The key to its feasibility will be keeping the number of categories relatively 

small. Categories need not always correspond to well defined classes. Their main 

provide top models for the next stage of recognition. That is why we use the term "context 

In order to demonstrate the usefulness of the approach we propose to pursue in at least 

further recognition. This will be an attempt to recognize symbols, such as 

transistors in an electronic circuit, symbols for windows or doors in an architectural drawing, 

approach to symbol recognition eases the problem of segmentation that 

approaches. If we use a graph embedding to represent a symbol 

the top down approach requires only that we match that embedding at a particular location 

to identify the symbol. Since the embeddings are, in effect, labeled graphs the matching 

he general graph marching problem. 

Figure A 

The following is an illustration of the process. Let the symbol to be matched b

its diagonals drawn (left side of Figure A). Because of the distortions occurring during 

ossing of the diagonals will generate two nodes (right side of Figure 

lines will have very sparse spacing while for electrical 

The spacing of dimensions is going to be far more 

more irregular than in 

I emphasize that we will not attempt to classify a given input image into one of the final 

ribute properties to images. Such properties may 

A property will have to be confirmed by a top down approach. For example, dimensional 

usually ended with arrows and there is a numerical label near them. Detecting 

down is a different story. Also we will not 

s in a string, only that there is such a string nearby. 

The presence of a property has implications on the category of the image. Thus both 

awings have the "high dimensional line content" property, 

while electrical circuit diagrams do not. It will be necessary to create a data base connecting 

ages. This task appears rather modest for the case of drawings 

fewer properties) but it may appear formidable for general 

ity will be keeping the number of categories relatively 

espond to well defined classes. Their main role is to 

recognition. That is why we use the term "context 

In order to demonstrate the usefulness of the approach we propose to pursue in at least 

pt to recognize symbols, such as 

transistors in an electronic circuit, symbols for windows or doors in an architectural drawing, 

symbol recognition eases the problem of segmentation that 

we use a graph embedding to represent a symbol 

only that we match that embedding at a particular location 

embeddings are, in effect, labeled graphs the matching 

The following is an illustration of the process. Let the symbol to be matched be a rectangle 

ions occurring during 

two nodes (right side of Figure A) so 
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the input graph has to be searched for pairs of proximate nodes of degree three to start the 

processes. Then the neighborhood of such nodes will be searched for matching the complete 

rectangle. 

 

In order to make the top down matching practical the number of potential symbols should 

be limited, which is the purpose of the property extraction and pre-classification. 

 

CONCLUDING REMARKS 

The specific operations performed on images are not particularly novel by themselves. While 

some new image processing problems are involved (tradeoff between subsampling and 

examining only subsets but at full resolution) they are not the main ingredient of the 

proposed approach. They key innovation is the organization of the processing steps and the 

establishment of databases that link image properties with image classes. Traditionally 

classification has been made on the basis of feature extraction and the features were the 

most appropriate for each class. (There is a large literature on feature selection based on 

appropriateness of features for classification.) 

 

What we propose is the establishment of a list of properties that relevant to every image, or 

at least to very broad classes. Because of the budgetary and time limits on this proposal we 

propose to do create such a list only for drawings, but this would be only a start. 

Identification of properties will not produce only a broad and tentative classification. The 

rest of the analysis will be performed on a top-down basis until a specific classification is 

achieved. Top-down analysis has clear advantages over bottom-up (it was the most popular 

approach in the early years of machine vision) provided that a model exists. Context 

inference attempts to construct models in a bottom up way. 

 

The results of the proposed research could be evaluated in two ways. The most immediate 

is whether broad categories are correctly identified. The second is whether the final results 

obtained through this method are better than those obtained by traditional techniques. For 

example, the items on a drawing are now classified in a bottom up way and in the process 

certain errors are made. One could apply the new methodology and check whether the 

number and severity of errors is reduced. However such a test requires more resources than 

those covered by the proposal and it will be carried out only if an industrial partner is found. 

 

Another application of the proposed research is for information retrieval (including patent 

search). A document in a digital library may have images either in separate files (the 

typically case in the web) or parts of a bitmap representing a page. In the latter case a 

simple page segmentation algorithm will help identify the image areas. In either case the 

current methodology could be applied to identify images with particular properties. 
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SUMMARY OF RESULTS OF THE RESEARCH 

 

The purpose of the research was to investigate the inference of context so that an image 

may be processed in a top-down fashion after an initial bottom-up processing. In terms of 

traditional Artificial Intelligence terminology we may think of the process of finding "islands 

of reliability'' during the initial step. However, in contrast to the traditional approach, we 

have no idea about the terrain; we must find not only the islands but also infer the nature of 

the terrain. 

 

Because of the scarcity of qualified PhD students the Principal Investigator together with 

Masters' or undergraduate students or industrial staff conducted the research. The latter 

became possible because the research was combined with two industrially funded projects, 

one by Bell Atlantic and the other by Symbol Technologies. It should be mentioned that the 

Principal Investigator is retiring from the University and no further requests for funding from 

NSF are anticipated. 

 

The goal of the Bell Atlantic project was to develop an interactive graphics program to edit 

the results of digitization of diagrams [1]. Pattern recognition is useful in such program 

because it helps the user by not requiring detailed commands. In particular, if the user 

points to a point in the screen (by clicking a mouse button while the cursor is at that point) 

a search is made to identify all objects nearby and their geometry is used to modulate the 

result of the operation. For example, if the user is moving the endpoint of a line segment L 

and there is an intersection of lines near the selected screen point, the endpoint of L is 

moved to that intersection. If there is only one straight line, L', passing near the selected 

screen point, then the line L is extended until it meets L' and their intersection becomes the 

new endpoint of L. This process requires the use of pattern recognition to identify the 

geometrical context of the selected screen point. 

 

The goal of the Symbol Technologies project was to identify rectangular boxes in a scene. 

Scene analysis is a difficult problem in its full generality, so some assumptions had to be 

made to make the solution feasible. The key assumption was that most of the edges found 

belonged to the boxes, i.e. the camera was aimed so that no other objects occupied a 

significant part of the frame. It also assumed that that the boxes did not contain any 

extensive graphics. A simple analysis can show that under such an assumption the number 

of edgels is only a small fraction (that can be precomputed) of the number of pixels. This 

helped solve the problem of estimating the appropriate parameters for the edge detection 

method (regardless of the particular method used). The next step consisted of fitting 

rectilinear segments to the edgels. The resulting lines corresponded to a significant number 
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of the edges with relative few false positives to allow the estimation of position and the 

number of boxes. Then a top down search is initiated to identify the individual boxes. Work 

in this project is continuing and therefore no publications are available. 

 

[1] A.K. Chhabra, J.F. Arias, T. Pavlidis, P.X. Pan, and P.V. Sanders, "A client-server 

architecture for document image recognition," Proceedings of the Third IAPR International 

Workshop on Graphics Recognition (GREG’99), Jaipur, India, September 1999, pp. 144-151. 
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